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Abstract
The development of Internet of Things (IoT) applications has been facing important
issues such as the inherent device heterogeneity in terms of capabilities, computing power,
network protocols, and energy requirements. To address this challenge, IoT middleware
platforms have been proposed to abstract away the specificities of such devices, promoting interoperability among them, and easing application development. Given a set of
components required for an IoT application under development, their deployment and
configuration can be done either manually or using some configuration tool. However,
setting up an environment composed of middleware platform components sometimes is
not a trivial process. This work introduces a Web-based virtual laboratory for prototyping,
configuring, and experimenting components of IoT middleware platforms for developing IoT
applications. This virtual laboratory is called FIWARE-Lab@RNP as it was instantiated
for FIWARE, an open, generic platform developed in the European Community to leverage
the development of Future Internet applications. The main contribution of FIWARELab@RNP is enabling the use of FIWARE resources in a transparent way, thus relieving
users from the need of deploying and operating a FIWARE instance on their development
environment. FIWARE-Lab@RNP provides features for easily creating, configuring, and
managing instances of FIWARE components, devices, context entities, and services while
attempting to minimize the learning curve regarding these tasks. In this work, FIWARELab@RNP has been evaluated in terms of usability and performance. On the one hand, the
results from a human-centered experiment point out that FIWARE-Lab@RNP contributes
to reduce development effort and is effective to improve user experience on the use of
FIWARE services. On the other hand, the results from three computational experiments
have shown that FIWARE-Lab@RNP is scalable to support well high workloads and
efficient to handle a significant number of concurrent requests.

Keywords: Internet of Things. IoT applications. Application development. Middleware.
Cloud Computing platform. FIWARE.

Resumo
O desenvolvimento de aplicações para Internet das Coisas (do Inglês Internet of Things, IoT)
tem enfrentado importantes desafios tais como a inerente heterogeneidade dos dispositivos
em termos de capacidades, poder computacional, protocolos de rede e requisitos energéticos.
Para endereçar esse desafio, plataformas de middleware para IoT têm sido propostas para
abstrair as especificidades desses dispositivos, promover interoperabilidade entre eles e
facilitar o desenvolvimento de aplicações. Dado um conjunto de componentes requeridos
para uma aplicação de IoT em desenvolvimento, sua implantaçao e configuração podem ser
feitas tanto manualmente quanto utilizando alguma ferramenta de configuração. Entretanto,
configurar um ambiente composto de componentes de uma plataforma de middleware
por vezes não é um processo trivial. Este trabalho apresenta um laboratório virtual
baseado na Web para prototipação, configuração e experimentação de componentes de
plataformas de middleware para IoT para o desenvolvimento de aplicações. Esse laboratório
virtual é chamado FIWARE-Lab@RNP por ter sido instanciado para a FIWARE, uma
plataforma genérica aberta desenvolvida na Comunidade Europeia para alavancar o
desenvolvimento de aplicações de Internet do Futuro. A principal contribuição do FIWARELab@RNP é permitir o uso de recursos da FIWARE de modo transparente, liberando
os usuários da necessidade de implantar e operar uma instância da FIWARE em seu
ambiente de desenvolvimento. FIWARE-Lab@RNP provê funcionalidades para fácil criação,
configuração e gerenciamento de instâncias de componentes da FIWARE, dispositivos,
entidades de contexto e serviços, ao passo que tenta minimizar a curva de aprendizado para
essas tarefas. Neste trabalho, o FIWARE-Lab@RNP foi avaliado em termos de usabilidade
e desempenho. Os resultados de um experimento focado em usuário apontaram que o
FIWARE-Lab@RNP contribui para reduzir o esforço de desenvolvimento e é efetivo para
melhorar a experiência de usuário no uso de serviços da FIWARE. Os resultados de três
experimentos computacionais mostraram que o FIWARE-Lab@RNP é escalável para dar
bom suporte a altas cargas de trabalho e eficiente para atender a um número significativo
de requisições concorrentes.

Palavras-chave: Internet das Coisas. Aplicações de IoT. Desenvolvimento de aplicações.
Middleware. Plataforma de Computação em Nuvem. FIWARE.
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1 Introduction
The Internet of Things (IoT) emerged in the last decade suggesting a world of
physical objects embedded with sensors and actuators while shaping a network of smart
objects capable of performing several tasks, such as processing, capturing environmental
variables, and reacting to external stimuli (ATZORI; IERA; MORABITO, 2010). These
objects connect with each other and with other resources (physical or virtual) and can be
controlled over the Internet, allowing for the development of a multitude of applications
that can benefit from the new types of available data, services, and operations. The IoT
is part of a technological revolution that envisions smart environments and applications
in many fields with a significant positive influence on people’s daily lives. An example is
the realization of the so-called smart cities, where the use of advanced communication,
sensing, and data processing technologies contribute to improve both citizens’ quality of
life and services offered by city administrative bodies, which can make decisions based on
more reliable information (ZANELLA et al., 2014).
Several recent technological advances have fostered the IoT, such as wireless sensor
and actuator networks, mobile communication, and Ubiquitous Computing. Nonetheless,
there still are many challenges to overcome and leverage the widespread dissemination of
this paradigm, in particular related to application development and the high heterogeneity
resulted from the inherent diversity of hardware and software technologies in this environment (ATZORI; IERA; MORABITO, 2010; MIORANDI et al., 2012; STANKOVIC, 2014;
BORGIA, 2014). In this context, IoT middleware platforms have emerged as promising
solutions for (i) abstracting away the specificities of physical devices from applications
and/or users, (ii) promoting interoperability among them, (iii) managing the growing
variety of devices associated with applications, and (iv) contributing to ease the development of IoT applications and data consumption by end-users (MINERAUD et al., 2016;
RAZZAQUE et al., 2015; NGU et al., 2016). These platforms are between applications and
the underlying communication, processing, and sensing infrastructure, thereby providing
standardized means of accessing data and services provided by objects through a high-level
interface (DELICATO; PIRES; BATISTA, 2013; FERSI, 2015).
There is a set of requirements to be met by IoT platforms to satisfy the needs of
users and applications and address challenges in this scenario. The requirements commonly
found in the literature and regarded as the essential ones for IoT platforms are (BANDYOPADHYAY et al., 2011; TEIXEIRA et al., 2011; CHAQFEH; MOHAMED, 2012): (i)
interoperability among devices, services, and applications; (ii) dynamic device management and discovery; (iii) collection, management, and processing context information; (iv)
scalability to manage the growing number of devices; (v) management of large volumes of
data generated by physical devices and transmitted over the network; (vi) data security,
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integrity, and privacy; and (vii) dynamic adaptation to ensure application availability
and quality at runtime. Pires et al. (2015) analyzed several existing platforms in light of
these requirements. They concluded that the state of the art still is at an early stage, with
several open research and development issues, divergences regarding the technologies and
approaches to be used, and the difficulty of designing a solution capable of encompassing
all the requirements towards the full realization of the IoT paradigm.
Cloud Computing has played a key role in the IoT scenario as a “model for enabling
convenient, on-demand network access to a shared pool of configurable computing resources
(e.g., networks, servers, storage, applications, and services) that can be rapidly provisioned
and released with minimal management effort or service provider interaction” (MELL;
GRANCE, 2011). Some studies have shown how Cloud Computing can be used to overcome
or alleviate several challenges faced by the IoT paradigm (CAVALCANTE et al., 2016).
These solutions include (i) platforms, which provide hardware/software infrastructures and
APIs to support application development and execution, (ii) frameworks with reusable
elements to foster the development of applications through software infrastructures, and
(iii) middleware providing services to applications and/or end-users to abstract underlying
heterogeneous IoT devices and cloud resources. Challenges and opportunities in this
integration include the efficient use of cloud resources by devices and applications, the
abstraction of the high heterogeneity of both IoT and cloud environments, elasticity
and dependability concerns, and the support for the development and deployment of
cloud-based IoT applications. Being aware of these challenges and opportunities helps
to understand how to develop effective IoT infrastructures and applications that take
advantage of the benefits and capabilities offered by the Cloud Computing paradigm.
The usage of cloud management dashboards is a way of reducing the complexity of
the configuration of cloud-based applications and their elements, along with automated
infrastructure provisionings that are carried out internally. Their usage helps to provision
and de-provision resources, track resource use, manage resources access control, and view
available services though an easy-to-use interface (BALU, 2015). OpenStack1 is a famous
open-source Cloud Computing platform whose main components focus on the management
of computing instances, storage, and network. To ease the management of these resources,
OpenStack provides OpenStack Horizon2 , a dashboard component with a Web-based user
interface that can be used to manage the main services provided by the platform and
other ones, e.g., authentication and authorization, object storage and monitoring, etc.
This dashboard works in conjunction with APIs provided for grouping actions that can be
performed in each service and that are typically consumed by the dashboards operations.
Other public Cloud computing platforms such as Amazon Web Services3 and Google Cloud
1

<https://www.openstack.org/>
<https://docs.openstack.org/horizon/latest/>
3
<https://aws.amazon.com/>
2
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Platform4 also rely on the use of dashboards to access services and functionalities provided
to their users in addition to the provided APIs.
It is possible to identify a basic set of features provided by most of these platforms,
including access and user management, running instances/virtual machines management,
flavors/template management, network management, instance monitoring, and support
for containerized running instances. In these platforms, dashboards play an essential role
as the main point of contact between both technical and non-technical users, grouping
and easing a set of operations provided by different services, also contributing to the
dissemination of these platforms.

1.1

Motivation

As in many distributed applications, the process of deploying and configuring services for IoT applications is also complex. A typical IoT application can easily depend on a
diverse set of services, e.g., databases, context broker, message brokers, device management
services, and the configuration and distribution of physical devices. Middleware platforms
can be useful for abstracting some details about the configuration and use of an IoT
application, but even these platforms may become tricky to be correctly deployed and
configured. This is a consequence of the need of understanding internal configurations and
parameters expected by each provided service, which may largely vary from a platform
to another. This requires greater knowledge about a specific platform before starting the
development of the application that will be built atop it.
The use of services and resources provided by Cloud Computing platforms may
be a way of reducing such complexity, but knowing and using services provided by these
platforms is a task that might still introduce some difficulties. Developers have to deal
with both the internal configuration and details for using the services provided by the
platforms. Furthermore, as Cloud Computing platforms are focused on offering a generic
approach for running instances based on previously configured images, these images usually
contain a fixed configuration of services or are generic images that must be manually
configured after being deployed. The generic nature of these platforms also makes them to
not provide specific tools neither services for easing the configuration of IoT services and
applications of different middleware platforms. It is hence necessary to do it manually once
the components of the chosen platform are deployed at the Cloud Computing platform.
Approaches for easing the configuration process of distributed applications can also
be used for IoT applications. The creation of services that group and abstract deployment,
configuration, and use of these middleware services and applications built on it can be
really handful to make this process easier through the creation of a high-level layer for
users that need to consume the platform services. Moreover, the use of dashboards for
4

<https://cloud.google.com/>
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consuming these services can make the process even faster and easier for both technical
and non-technical users.
Among the many IoT platforms proposed in recent years in both academia and
industry, FIWARE5 has gained momentum. Developed in the European Community and
used in several success stories related to IoT applications in different scenarios, FIWARE
provides a set of specifications made available through open interfaces, as well as generic
functional components to ease application development, the so-called generic enablers
(GEs). This platform represents an interesting option to be adopted in IoT since it meets
a wide range of requirements regarded as relevant in this context, besides providing many
extensible, reusable components that can ease application development and being an open,
generic, extensible, royalty-free platform. Furthermore, each FIWARE GE has a reference
implementation publicly available, thus speeding up application development at a lower
development effort.
Given a set of FIWARE GEs required for a specific application under development,
their deployment and configuration can be made either manually (at on-premise or remote
server instances following commands provided by the documentation of each component)
or by using a container-based approach. Other platforms currently adopt these same
approaches for using their components. However, a cumbersome issue regarding FIWARE
is that setting up an environment composed by the main GEs is not a trivial process. To
deploy a set of instances required by a simple application, setting up internal configurations,
configuration files, and required links of each instance is a task that requires a broad
knowledge of the details of each GE. In a greater or a smaller degree, these configuration
processes require the user to have much knowledge about the details of each FIWARE
service before start experimenting it, which may become harder to understand, deploy,
and maintain as the number of used services increases.
WireCloud 6 is one of the components available within the set of FIWARE GEs. It
focuses on easing the consumption of services provided by other GEs to build application
visualization dashboards. However, it relies on an existing, previously configured deployment
of FIWARE GEs and just consumes and integrates data available at these services, allowing
end-users without advanced programming skills to easily create web applications and
dashboards. On the other hand, the FIWARE Community put some running instances
(the so-called FIWARE nodes) in operation to enable users to explore the platform and its
GEs, without having it deployed at their own computational infrastructure. Therefore,
the resources of a FIWARE node can be used and shared from anywhere in the world via
the Internet over the FIWARE Lab7 . Such a virtual laboratory is a free, non-commercial
sandbox environment that allows experimenting with the FIWARE technologies and their
applications.
5

<https://www.fiware.org/>
<https://wirecloud.readthedocs.io/en/stable/>
7
<https://www.fiware.org/developers/fiware-lab/>
6
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The deployment model enabled by FIWARE Lab depends on a heavy existing
cloud infrastructure at which instances are deployed. This approach hampers using the
functionalities provided by the tool to ease the deployment and configuration of FIWARE
services in a development environment or an owned remote instance neither to configure
a production or homologation environment. A configuration in which a user can quickly
select and instantiate the GEs required by his/her application with more control over a
specific internal configuration is also not available at the existing FIWARE Lab instances.
The inability to create volatile instances with specific configurations, which can be created
and removed as the user becomes familiar with the platform, hampers a true experience of
the possibilities provided by the platform. This also takes away from the user’s control
setting instance parameters that may only concern his/her application.
The access to the existing FIWARE Lab services is regulated by the FIWARE
Community, which grants access to a shared global instance upon request. This hampers
institutions to use the platform for research and development purposes, as well as users
who are trying to explore the provided services to become familiar with them. The granted
access also imposes a small, rigid access quota since that the experimentation instances put
in operation with the platform are not lightweight. This also hampers the experimentation
in real-world scenarios in which a higher number of instances may be required and managed
to support to an existing application.
When developing an application with FIWARE, an initial configuration of the
instances is required to create the elements that enable the application to communicate
with the provided services. This configuration is made through HTTP requests to each
executing instance and a specific parameter list must be provided at a specific format
that must be known a priori. Besides configuring the deployment of instances for making
platform services available to external users, such an initial configuration is a hard task
for non-experienced users who are experimenting FIWARE platform and its services.
In summary, deploying and configuring IoT services may be a complex task. For
platforms such as FIWARE, the process of deploying services and configuring applications
is complex, manual, and requires deep knowledge about the selected platform. Approaches
used to facilitate the use of services of Cloud Computing platforms (such as a dashboardbased configuration) can be replicated to create IoT application platforms elements more
easily. However, existing tools for IoT platforms lack extensibility, flexibility, lightness,
and easiness to create/test instances quickly for experimentation. They also usually do
not provide means of easing the whole process of an IoT application configuration, i.e.,
from deploying an environment to setting up an application on it.
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Goals and research questions

Aiming to tackle the previously elicited issues, this work aims to design, develop,
deploy, and validate FIWARE-Lab@RNP, a virtual laboratory for prototyping and experimenting IoT applications based on the FIWARE platform. The main concern of
FIWARE-Lab@RNP is enabling the use of FIWARE resources through the Internet in
an easy, transparent way, thus relieving users from the need of deploying and operating
a FIWARE instance on their own environment, as well as addressing the specificities of
GEs as means of easing development and experimentation of IoT applications. FIWARELab@RNP emerged from an academic research project in partnership with the Brazilian
National Education and Research Network (RNP)8 for the development of IoT applications.
This work also proposes an architecture based on FIWARE components and settings
as a proof-of-concept. However, the proposed architecture can be easily extended to ease
the deployment and configuration of components and applications of other IoT middleware
platforms.
Some research questions (RQs) are associated with the goals of this work and must
be answered for achieving them:
RQ1: How to enable the creation of a lightweight, transparent environment for deploying
components and setting up FIWARE-based applications?
RQ2: Does FIWARE-Lab@RNP ease the deployment and use of FIWARE components
and services?
The RQs are answered by investigating the approaches currently adopted by
FIWARE for executing these tasks, seeking for improvement points, and putting into
a single tool interesting features provided by known tools and technologies to fill the
identified gaps. Furthermore, a human-centered experiment evaluates FIWARE-Lab@RNP
and how it succeeds to meet its purposes.
To achieve the general goal, the following activities were performed:
• the conduction of an exploratory study aimed to identify the main existing support
tools for configuring FIWARE instances, as well as its features and characteristics;
• the development of FIWARE-Lab@RNP for deploying instances of FIWARE GEs
and performing the initial setup of IoT applications;
• the deployment of a pilot version of FIWARE-Lab@RNP by using a virtualized
computational infrastructure;
• the validation of FIWARE-Lab@RNP through a proof-of-concept application; and
• the evaluation of FIWARE-Lab@RNP in terms of usability and performance.
8

<https://www.rnp.br>
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Outline

The remaining of this document is organized as follows. Chapter 2 establishes the
conceptual basis of this work, including concepts on the IoT paradigm, IoT middleware
platforms, and the FIWARE platform. Chapter 3 presents FIWARE-Lab@RNP and details
its functionalities, architecture, and implementation. Chapter 4 reports an evaluation of
FIWARE-Lab@RNP regarding its usability and performance. Chapter 5 briefly discusses
related work. Chapter 6 points out some final remarks and directions for future work.
Finally, Appendix A contains the questionnaire used as an instrument for evaluating
FIWARE-Lab@RNP with users.
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2 Fundamentals
This chapter provides the conceptual basis for this work. Section 2.1 presents basic
concepts about IoT. Section 2.2 presents general aspects and features of IoT middleware
platforms. Section 2.3 brings general aspects and features of some Cloud Computing
platforms. Section 2.4 brings an overview of the FIWARE platform, the middleware
platform adopted in the context of this work, to allow for an understanding of how features
introduced by the tool proposed by the current work can help the configuration and use of
FIWARE components. The main FIWARE components, approaches to configure them
and FIWARE-based applications, and the default FIWARE Lab are also described.

2.1

Internet of Things (IoT)

The Internet of Things (IoT) is a computing paradigm emerged in the last decade
suggesting a world of physical objects that are typically embedded with sensors and
actuators, uniquely identifiable and addressable, and connected by wireless networks and
communicating using the Internet, thus shaping a network of smart objects capable of
performing several tasks, such as processing, capturing environmental variables, and reacting to external stimuli (ATZORI; IERA; MORABITO, 2010). These objects interconnect
with each other and with other resources (physical or virtual) and can be controlled over
the Internet, paving the way for the development of a multitude of applications that could
benefit from the new types of available data, services, and operations.
IoT is part of a technological revolution envisioning smart environments and applications in many fields, with a significant positive influence on people’s daily lives.
An example is the realization of the so-called smart cities. In smart cities, the use of
advanced communication, sensing, and data processing technologies contribute to improve citizens’ quality of life and the services offered by city administrative bodies, which
can make decision-making processes based on more reliable information (ZANELLA et
al., 2014). IoT is also crucial for researches and applications in several domains such
as healthcare (KHOI et al., 2015), manufacturing (TAO; CHENG; QI, 2017), transportation (GUERRERO-IBANEZ; ZEADALLY; CONTRERAS-CASTILLO, 2015), and
environment monitoring (ZHALGASBEKOVA et al., 2017).
Some of the main challenges to overcome regarding the development of IoT applications are related to the several technological advances in hardware, software, and
communications that have fostered it. Due to the distributed characteristics of these systems, Machine-to-Machine (M2M) communication technologies and protocols are essential
to accomplish this communication. Besides providing information exchange, these protocols
take into account the common physical limitations of these devices. Distinct protocols have
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been defined and enable this communication in different ways, e.g., synchronous, asynchronous, publish-subscribe. Some well-known examples of protocols are Ultralight-HTTP,
AMQP, MQTT, and CoAP (AL-FUQAHA et al., 2015). Other challenges are related
to processing large volumes of data, security of data and devices, and how to support
application development and address the high heterogeneity resulted from the inherent
diversity of hardware and software technologies in this environment (ATZORI; IERA;
MORABITO, 2010; MIORANDI et al., 2012; STANKOVIC, 2014; BORGIA, 2014).

2.2

IoT middleware platforms

In the context of IoT applications, IoT middleware platforms have emerged as
promising solutions to (i) abstract away specificities of physical devices from applications
and/or users, (ii) promote interoperability among them, (iii) manage the growing variety
of devices associated with applications, and (iv) contribute to ease the development of
IoT applications and data consumption by end-users (MINERAUD et al., 2016; NGU et
al., 2016; RAZZAQUE et al., 2015). These platforms are placed between applications and
the underlying communication, processing, and sensing infrastructure, thereby providing
standardized means to access data and services provided by objects through a highlevel interface (DELICATO; PIRES; BATISTA, 2013; FERSI, 2015). Furthermore, they
typically encompass elements and activities common to different applications, e.g., context
information and device management, data storage, security, etc. According to requirements
of the application under development, stakeholders and developers can choose one among
the many platforms currently available, defining which one best fits the application’s needs.
Based on both description of features provided by different IoT middleware platforms and the activities typically performed when experiencing the development of IoT
applications, it is possible to come up with a list of features can be found in most of the
existing middleware platforms and tools for the development of IoT applications, either
proprietary or open-source tools. Table 1 presents an overview of these features along
with a short description of how each feature is commonly used in the configuration of IoT
applications.
There are many IoT middleware platforms. Some of them are proprietary and/or
commercial solutions and hence do not make the provided functionalities partially or
integrally available to general users and organizations to use. In this context, open-source
middleware solutions are a more in-depth, viable solution since they can be applied to
different projects without price or usage restrictions. Besides being free, this kind of
solution allows the original solution to be redistributed and modified as needed, thus
providing more flexibility to users.
Choosing an IoT middleware platform to be applied to a given project can be a
hard decision due to the increasing large set of solutions currently available. The decision
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Table 1 – Common features of IoT middleware platforms
Feature

Description

Device management

Create, update, and remove device representations in the
platform to associate them to controlled or monitored physical/virtual devices.
Visualization of information of context entities and devices to
monitor and query data over time.
Add and remove listeners of context change events. These listeners can be other applications, storage devices or any other
endpoint to which the event will be sent and processed.
The ability to send data/commands to physical or virtual devices
through the platform, allowing for the remote call of actions on
device or update the device state.
Support to the independent execution of several users or groups
of users in the same application, providing them with their
respective data, configurations, and preferences.
Graphical interface through which users can access main features
of the platform in an easy way.

Context data/state visualization
Configuration of context
subscriptions
Send data/commands to devices

Multi-tenancy support

Graphical management interface

process can be guided by the specificities of the target application, but some works have
formalized the process of choosing one of these many available platforms by defining criteria
that must be met by a middleware platform for developing IoT applications (PIRES et al.,
2015; CRUZ et al., 2018). These criteria can be used to compare the existing platforms on
how they fit to these requirements.
Despite the facilities provided by IoT middleware platforms, there are some challenges. As there is no universal model regarding the use and configuration adopted by
all available platforms, using the facilities provided by these platforms means choosing a
specific platform to understand and learn before using it. This sometimes means learning
much configuration and use instructions to run a simple application. When the components
of the chosen platform are not directly available for use, it is also needed learning and
executing the configuration of these components before actually using them. This problem
also exists in the context of the platform chosen to this work, namely FIWARE.

2.3

Cloud Computing platforms

Cloud Computing is a model that enables the ubiquitous, convenient use of computational resources over the network. These resources include networks, servers, storage,
applications, and services in a resource pool offered to users with no major effort (MELL;
GRANCE, 2011). Composed by five essential characteristics (on-demand self-service, broad
network access, resource pooling, rapid elasticity, and measured service), three service
models (Infrastructure as a Service – IaaS, Platform as a Service – PaaS, and Software as
a Service – SaaS), and four deployment models (private, community, public, and hybrid),
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Cloud Computing is flexibile to allow choosing the most suitable combination of elements
and available platforms to fit the application’s needs. Some Cloud Computing platforms
have been widely used. OpenStack is a well-known example of IaaS platform in the context
of private clouds whereas Amazon Web Services (AWS) and Google Cloud Platform are
representatives of well-known public cloud plaforms.
Regardless the specificities of each cloud platform, it is possible to observe some
features that can found in most of them. Table 2 summarizes this set of features along with
a short description on how it is used to manage services instantiated in these platforms.
Table 2 – Common features of Cloud Computing platforms
Feature

Description

Management of running
instances
Support for containerized
instances

Management of running instances through creating, starting,
stopping, monitoring, and removing operations.
Support for executing lightweight or containerized instances by
instantiating containers, most commonly relying on the Docker
platform.
Creation of templates with instructions for executing an instance
or building instance images as means of automating the process
of configuring internal details about the instance.
Operations for creating images based on snapshots of running
instances or instance templates and using them to put other
instances in execution based on the image.
Management of running limits or thresholds to a given instance
or set of instance resources, e.g., CPU, memory, storage, network,
etc. This feature is also present in platforms in the form of flavors
as predefined templates for instance configuration.
Creation of storage volumes to be assigned to running instances,
thus allowing storing data separately from the internal instance
data or sharing data across different instances.
Management of network-related settings of instances or instance
groups, e.g., firewall rules, route tables, virtual private networks,
etc.
Configuration of an external endpoint for accessing a virtualized
instance through port exposure on an existing external IP address or by assigning an external IP address to each virtualized
instance to be exposed.
Provide an overview to admin users of allocated and available
virtual or physical resources, thus enabling decisions/actions
based on the provided information.
Management of registered and active users, thus enabling the
access control to the platform itself or others that rely on it.
Management of policies that define which features or sections
of the system can be accessed by the users based on their roles
in the system.
Execution support for several users or groups of users in the
same application (but independently) providing to each one
with their separate data, configurations, and preferences.
Graphical interface through which users can access the main
features of the platform in an easy way.

Management of instance
templates
Management of instance images

Management of instance limits

Volume management

Network management

External access to virtualized
instances

Resource usage monitoring

User management and access
control
Role-based access control

Multi-tenancy support

Management graphical
interface
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The aforementioned set of features can be used for managing different application
services, whether distributed or not. In the context of IoT applications, the value of
Cloud Computing chracteristics (i.e., availability, elasticity, etc.) are even more essential
and noticeable due to the IoT heterogeneity and the large number of connected devices
and data traffic (CAVALCANTE et al., 2016). Nonetheless, although the integration
between Cloud Computing and IoT middleware platforms can be very valuable, running
IoT middleware elements in cloud platforms introduces another layer of complexity. Besides
knowing details about the manual configuration and use of the services provided by IoT
middleware platforms, it is necessary to learn how to use the services of the cloud platforms
themselves. Moreover, as services provided by Cloud Computing platforms are generic
and focused on the deployment of generic running instances, the configuration of IoT
middleware services details remains manual. This configuration process is also not quick
neither flexible to allow for an easy configuration of an experimentation environment.

2.4

FIWARE

FIWARE is an open-source middleware platform for developing and provisioning
applications related to the Future Internet. It provides a set of open source components to
accelerate and ease the development of smart solutions. Some of the facilities offered by
FIWARE are the manipulation of context information, real-time event analysis, analysis of
large volumes of data, provision of real-time metrics, information gathering and actuation
on physical devices, and security and access management. It also focuses on bringing open
specifications implemented by the FIWARE components, but that can also be implemented
by other platforms or tools. The platform environment was initially based on the OpenStack
Cloud Computing platform and its components. Some of the FIWARE components (such
as security and object storage components) were borrowed from OpenStack components to
serve as a basis to develop additional specific functionalities. However, most components
were implemented from scratch to fit the platform specifications.
The functionalities present in the FIWARE specifications and implemented by
its components are organized in some categories, each one with a specific focus related
to areas such as data/context management, cloud hosting, and IoT and security. These
categories contain a set of the so-called Generic Enablers (GEs), components that bring
services and functionalities related to the categories that they belong to. Although many
GEs are specific to the internal communication within the platform and with the developed
applications, there are also less specific GEs that can be used by general, non-technical
users. However, these non-technical users mostly take advantage of GEs through the
developed applications that consume the FIWARE services. GEs required by a specific
application upon its requirements can be selected and deployed as needed, in a modular
way.
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Main generic enablers (GEs)

FIWARE provides a rich suite of GEs that allows performing the tasks used by
applications that interact with the platform. These GEs are presented in a catalogue1 and
grouped into four main categories, namely (i) Core Context Management, (ii) Interface to
IoT, Robotics and Third-Party Systems, (iii) Context Processing, Analysis and Visualization, and (iv) Context Data/API Management, Publication and Management. The main
FIWARE GEs used for setting up both general and IoT-specific applications are briefly
described in the following.
The Core Context Management group is mainly composed mainly by the Orion
Context Broker. It is the main component of a FIWARE deployment and it is the only
mandatory component to be used in a FIWARE-based application. The Orion Context
Broker allows managing the whole lifecycle of context information through an API for
performing updates, queries, or subscriptions to changes on context information. Other
components also allow monitoring the current context information stored in the Orion
Context Broker and tracking changes in context information over time towards the creation
of a context history. Two main GEs stand out in this purpose, namely STH Comet and
Cygnus. The STH Comet GE allows storing a short-term history of context data (typically
in months) into a MongoDB database connected to this component. It provides an API for
accessing the stored information and querying aggregated information. The Cygnus GE
allows managing the context history that is created as a stream of data. This component
works as a connector between context information change events and multiple data sinks.
Sinks include some popular databases (such as PostgreSQL, MySQL, MongoDB, and
AWS DynamoDB) as well as Big Data platforms (such as Apache Hadoop, Apache Storm,
Apache Spark, and Apache Flink). Therefore, data coming from those context update
events can be stored and accessed as desired.
The Interface to IoT, Robotics, and Third-Party Systems group is composed of
components that interact with physical devices through specific IoT protocols. GEs
composing this group allow gathering context information from devices and triggering
actuations in response to context updates. The main GE in this group is IDAS, which
offers a wide range of IoT-Agents (a.k.a. IOTA) for easily interfacing with devices using
the most widely used IoT protocols, such as LWM2M, HTTP/MQTT (either with JSON
or UltraLight2.0 payloads), and LoRaWAN.
The Context Processing, Analysis, and Visualization group contains several GEs to
ease processing, analyzing, and visualizing context information as means of implementing
a “smart behavior” in an application. GEs in this group aim to create operational and
customizable dashboards, perform Big Data and Business Intelligence data analysis, and
dynamically process flows and complex events as means of firing events based on input
context events by using a rule-based system.
1

<https://www.fiware.org/developers/catalogue/>
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The Context Data/API Management, Publication and Management group encompasses GEs related to the implementation of secure access to components of a FIWAREbased solution, including OAuth2-based user and device authentication, user profile
management, proxy functions within OAuth2-based authentication schemas and policy
enforcement points (PEPs), access control schemas specified in the XACML language,
and policy decision/administration points (PDP/PAP) functions. This group also includes
GEs for publishing and monetizing context data resources available through the Orion
Context Broker.
As it is not mandatory using all the available FIWARE components in a deployment,
GEs required for a specific application to run can be selected and combined to deploy a
concrete architecture integrated with third-party components that can result in a hybrid
platform of choice. These concrete architectures are usually based on reference architectures
provided by the documentation, which shows how to combine GEs from one or more
component groups to create a specific scenario by using implementations provided for
each component specification. This work focuses on the FIWARE GEs that are directly or
indirectly related to the development of IoT applications. Figure 1 depicts the essential
components for deploying a basic FIWARE IoT environment and their respective links.

Figure 1 – Basic FIWARE IoT deployment architecture
The deployment of selected components can be made in an owned infrastructure,
which can be used either for tests or in production. In addition, it is possible to use the
FIWARE Lab environment2 to instanciate FIWARE GEs available for experimentation.
Deployment tools can also be used to ease the deployment and configuration process
of FIWARE GEs or third-party components and their integration. More details about
2

<https://cloud.lab.fiware.org>
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components deployment and FIWARE Lab instances are presented in Section 2.4.3 and
Section 2.4.4.

2.4.2

Main concepts

NGSI Specification (Next Generation Service Interfaces)
FIWARE adopts a standardized communication among its GEs by through the Next
Generation Service Interfaces (NGSI) model specification3 , a RESTful API introduced
by the Open Mobile Alliance (OMA). A typical example of a FIWARE component that
communicates both internally and externally through NGSI APIs is the Orion Context
Broker. The NGSI specification is also used by the Orion Context Broker in a publishsubscribe mode, which is largely used in communications between the Orion Contexr
Broker and other GEs or applications. When context producers update the current context
stored in context entities, consumers that had subscribed to context changes in the updated
entity are notified with change event data. These producers and consumers can be any
element that communicates with the Orion Context Broker, such as applications, GEs,
and IoT devices.
Besides introducing a communication standard, the NGSI specification comes
with a data model in which concrete and abstract real-world concepts can be virtually
represented in the FIWARE platform through context entities. These elements have three
main components, namely (i) a unique identification, (ii) an entity type, and (iii) a list
of attributes. Each attribute may have a name, a type, a value, and may have a list of
metadata, each one also having a name, a type, and a value. Figure 2 depicts the elements
of the NGSI data model.

Figure 2 – NGSI data model
Source: <http://bit.ly/2kfZ2Uq>
The NGSI data model is implemented in FIWARE as JSON objects. The inherent
hierarchy supported by this kind of key-value representation is quite adequate to represent
the elements that make up the model of a context entity in a single object. Figure 3
shows an example of correspondence between the formal context entity model to its
JSON representation. The entity Room1 is of type Room. The attributes of a room are
temperature and pressure. The temperature attribute contains accuracy as metadata.
3

<https://bit.ly/2ys5ESV>
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Figure 3 – Representation of a context entity (left) as a JSON object (right)
Devices
The context of IoT devices is also made available at the Orion Context Broker
whereas IoT-Agents in IDAS are responsible for managing device-related information (see
Figure 4). Besides storing specific details about device configuration, these components
bridge IoT-specific protocols and the NGSI model, thus addressing the heterogeneity of
the different protocols used by devices.

Figure 4 – IoT-Agent in the FIWARE architecture
Source: <http://bit.ly/2mi3gLX)>
The integration of IoT-Agents with the Orion Context Broker allows creating a
representation for physical devices in an associated context entity. Therefore, an application
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interested into querying device information or acting on a given IoT device makes NGSI
requests to the Orion Context Broker and the required translation will be handled by the
IoT-Agent respectively related to the device protocol used by the queried/updated device.
Services
The scope (or context) in which context entities and devices are registered is
defined in terms of services. The use of services for creating scopes for elements provides
multi-tenant capabilities to FIWARE services. A service is uniquely identified by the union
of its name and its path, so that a combination of the service name and path must be
unique inside a given deployment.
Most requests made to FIWARE services must specify the service name and
service path values in the request headers Fiware-Service and Fiware-ServicePath,
respectively. When registering a context entity or a device, the identification set to each
one uniquely identifies the respective element within a given service in which it is being
registered. A specific element can be found only when the service parameters are specified
since they are part of the path to access the desired element along with its ID.
Figure 5 shows an example of using services to define scopes within FIWARE
instances. In this example, there are six services identified by two service names (e.g.,
Building1Service), each one with three service paths (e.g., sector1, sector2, and sector3 ).
Each service contains different types of devices, each one with its own identifiers. These
identifiers must be unique within the same service, but they may be the same for different
services.

Figure 5 – Example of FIWARE services

Application setup
The process of configuring a FIWARE-based IoT application can be divided into
two parts: (i) deployment and initial configuration of the required components, which is not
required when using an existing ready-to-use FIWARE deployment, and (ii) configuration
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of application-specific data and settings on used components. Figure 6 illustrates a typical
sequence of actions regarding the process of deploying and configuring an environment
composed of a set of FIWARE services and application-specific elements. Calls to FIWARE
GEs are made through NGSI requests to the services provided by each component.
Application Configuration
Environment Deployment
Environment Deployment

Configured environment
available?

Middleware Services Configuration

Devices Configuration

Configured application
elements on middleware
components?

Configured devices?

[NO]
[NO]
Deploy and configure Orion
Context Broker GE database
[NO]
Deploy and configure Orion
Context Broker GE

Configure hardware
elements
Create service
[YES]

Deploy and configure
IoT-Agent GE database

Create application
devices

Orion Context Broker
API specification

[YES]

Configue connection to
middleware platform

[YES]
Deploy and configure broker
for IoT-Agent GE

Implement code
embedded on devices

Create application
entities

Deploy and configure
IoT-Agent GE
config.json

Create entities
subscriptions

IoT-Agent
API specification

Deploy and configure
Cygnus GE databases

Deploy and configure
Cygnus GE
agent.conf

Figure 6 – Process of configuring an IoT application in FIWARE instances
Initially, if there is no access to an existing environment, the environment deployment
steps consist in deploying and configuring the required components for an IoT application.
These activities encompass instantiating (i) the Orion Context Broker and its databases,
(ii) the IoT-Agent, its databases, and IoT protocol-specific brokers, and (iii) Cygnus and
its databases.
After deploying or having access to an environment composed of the FIWARE
services required by an IoT application, the application developer performs a sequence
of steps regarding middleware services configuration. In the first configuration of an
environment to a new application, the developer can either create a new FIWARE service
(context in which requests to APIs will be made) and select it or only select an already
existing one. Next, FIWARE devices and/or context entities can be registered at the
selected service, thus leading to the creation of conceptual and virtual representations
of physical elements required by the application under development. If it is necessary to
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monitor specific attributes value changes, it is possible to create context subscriptions at
the created context entities.
Once the application elements are configured in FIWARE, the device configuration
encompasses configuring IoT devices that communicate with FIWARE services, embedding
source code on them, and configuring them by using parameters generated at the middleware configuration (such as the service API key, entity/device identification, etc.). The
code in those devices tends to spend most of the time in a loop that consists of sending
obtained measurements to the platform and receiving and executing commands sent from
an external client application that interacts with the platform APIs.

2.4.3

Service configuration

To run a FIWARE-based application, it is necessary to use an existing environment
deployed by the application developer itself or by a third-party. Two main approaches can
be used while deploying platform components, namely (i) manually configuring internal
parameters of new instances of a FIWARE GEs or (ii) using a container-based approach.
The implementation of FIWARE GEs is available at open-source repositories along
with their respective documentation. After selecting the components that will be used in
the concrete FIWARE architecture, it is necessary to follow the instructions manual of
each component to configure each service in a specific physical or virtual machine. These
steps are different for each service, but they typically consist of (i) making the initial
configuration of the machine, (ii) cloning the source code repository, and (iii) setting
up internal parameters, environment variables, configuration files, and links for other
services that the service depends on. As many internal adjustments must be done, this
configuration process requires much knowledge about the specificities of each FIWARE
service, which makes it harder to do it in an easy, quick way.
The repositories of each GE usually contains a file describing the configuration
for generating Docker4 containers based on different versions of the available source code.
These containers “package up code and all its dependencies so the application runs quickly
and reliably from one computing environment to another”5 . The use of containers allows
running each FIWARE service in a quick, lightweight way. When built by their respective
developers, Docker container images are also made available at an online image repository,
the Docker Hub6 . Container images of the main FIWARE services are made available in
their main Docker Hub page7 . These containers can be used to instantiate services in a
development or production environment with much of the required internal configuration.
Containers can be instantiated and linked through commands from the Docker
client command-line tool. However, due to the relatively large set of images that must be
4

<https://www.docker.com/>
<https://www.docker.com/resources/what-container>
6
<https://hub.docker.com/>
7
<https://hub.docker.com/u/fiware>
5
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managed in a FIWARE IoT deployment, another approach based in docker-compose8
files may be adopted. These files enable defining all services that will run in a specific
FIWARE deployment, being possible to define the FIWARE GE container image and its
version, expose service ports, set configuration environment variables, create links between
containers, and map configuration files to containers. With these files, it is possible to
manage FIWARE services in batch, also enabling start and shutdown of these services
and sharing the created deployment structure more easily.
Unlike the manual approach, the container-based approach does not require knowing
much of the internal settings of each service since the provided images are already built
with the configured service. Nonetheless, when running a set of services required by a
certain application, it is also necessary to know the required parameters for running each
service, as well as links, configuration files, communication ports, and other configuration
details that may become harder to understand, deploy, and maintain as the number of
used services increases. This means that a user who wants to only experiment with services
provided by a set of components has to delve into the internal details of each component
before starting to use it, thus ultimately delaying and hindering the experimentation
process.

2.4.4

FIWARE Lab

In addition to the approaches described in Section 2.4.3, the FIWARE platform
brings deployment tools that aim to ease the deployment and configuration of FIWARE GEs
or third-party components. FIWARE Lab9 is a non-commercial sandbox environment that
provides working instances for hands-on experimentation on FIWARE-based technologies,
typically used by innovation solutions. This environment enables individuals and developers
to test out FIWARE services and exploit Open Data published by cities and other
organizations while developing their applications. Running atop an OpenStack instance,
FIWARE Lab also provides users with an IaaS cloud model and the environment allows
setting up a basic virtual infrastructure composed by FIWARE GEs required to run
applications that make use of the APIs provided by these services.
FIWARE Lab is deployed at a geographically distributed network of federated
nodes, thus leveraging a wide range of experimental infrastructures. Each node maps to a
(network of) datacenter at which an OpenStack instance has been deployed, federated,
and configured as a FIWARE Lab node (cloud region) operated by a specific organization.
New nodes can be added to be managed by organizations interested into the availability of
these resources for developers of FIWARE-based applications around the world. Besides
providing cloud resources, FIWARE Lab supports initiatives such as FIWARE iHubs10 ,
8

<https://docs.docker.com/compose/>
<https://cloud.lab.fiware.org/>
10
<https://www.fiware.org/community/fiware-ihubs/>
9
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which focuses on supporting learning and promoting access and use of FIWARE.
To obtain free access to the FIWARE Lab, the user needs to sign up for this type of
account. After approval, the access to the tool is granted for a period of two weeks. Using
the node in Spain as reference (resources available in other nodes may be different), the free
account provides access to one IP address, 50 GB of disk capacity, two virtual machines,
and 4096 MB of RAM. The user can request an upgrade to a community account, but
he/she needs to provide information about the FIWARE-based project under developed
and list the resources and GEs that will be used. If the request is approved, then more
resources are provided and the account expiration date is extended.
To launch an instance using FIWARE Lab, it is necessary accessing the cloud
portal by using the credentials of the approved account. Once the user has logged in, the
main panel containing the virtual machines deployed in the user’s account is displayed.
The user also can view the list of instance images (see Figure 7) to choose an image type
and launch an instance of that image.

Figure 7 – Screenshot of FIWARE Lab listing available instance images
Source: <http://bit.ly/2n9a9QE)>
When launching a new instance, a window containing a launch wizard appears (see
Figure 8). The user configures parameters of the instance under creation and launches the
instance with the selected image, in a similar way to creation of virtual machines at the
OpenStack’s Horizon component.
Using the dashboard, it is possible to configure security parameters for instances,
such as creating access key-pairs and assigning them to deployed instances, configuring
instance port permissions, managing security groups and rules. It is also possible to assign
public IP addresses (available floating IP addresses) to instances, to provide external
access to them from the Internet. To manage created instances, it is possible to access
these instances by using the SSH protocol or using the built-in dashboard console.
The functionalities provided by the FIWARE Lab cloud portal are essentially the
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Figure 8 – Screenshot of FIWARE Lab’s New Instance wizard
Source: <http://bit.ly/2n9a9QE)>
same provided by the default OpenStack Horizon component for managing general-purpose
virtual machines since it uses the same component under the hood. The benefit added by
the current version of FIWARE Lab is the availability of default snapshot images of some
FIWARE GEs for initialization and later configuration. To deploy an owned FIWARE Lab
instance, it necessary to configure a stack of OpenStack components or have access to a
previously configured one to connect the FIWARE Lab dashboard. As the configuration of
OpenStack components is not a trivial process neither it can be done in a small number of
resources, its usage can become impracticable. Moreover, running these OpenStack virtual
machines uses more server resources than using Docker containers as the latter approach
is usually lighter than the former. When a greater number of virtual machines instances is
created, much of the server’s resources may be required. As a consequence, each user is
granted with smaller amounts of resources and shorter periods for account expiration as a
way of not running out the available resources and allowing the registration of new users.
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3 FIWARE-Lab@RNP
FIWARE-Lab@RNP is a management Web application intended to ease the deployment and configuration of IoT applications. It focuses on improving the experience of
both technical and non-technical users who wish to experiment services provided IoT components, thereby providing better control over instances of these services and also easing
the configuration of applications. FIWARE-Lab@RNP adopts a PaaS Cloud Computing
model as means of easing the configuration of IoT middleware services. In the context of
FIWARE, it is done by the deployment and configuration of FIWARE GEs for later setup
of FIWARE-based IoT applications, also done by using the tool. FIWARE-Lab@RNP
results from a project developed in partnership with the Brazilian National Education and
Research Network (RNP) towards the development of IoT applications.
This chapter presents an overview of the current version of FIWARE-Lab@RNP.
Section 3.1 presents some requirements met by FIWARE-Lab@RNP. Section 3.2 presents
its functionalities. Section 3.3 presents its architecture. Section 3.4 details the development
and implementation of FIWARE-Lab@RNP. Section 3.5 briefly presents how it could be
useful to the development of a FIWARE-based IoT application.

3.1

Requirements

To fill the existing gap between the deployment and configuration processes when
using traditional generic Cloud Computing platforms as well as solve the main existing problems, some requirements were initially defined to ease both deployment and
configuration processes. These requirements are:
• Easy setup of instances of services of an IoT middleware platform;
• Support to lightweight instances for easier and quicker experimentation;
• Easy customization of internal parameters of service instances;
• Easy configuration of application components;
• Provision of an API to enable external applications to perform configuration requests
programmatically; and
• Provision of a graphical user interface for the sake of easy execution of operations;

3.2

Features

To meet the previously defined requirements and considering the features provided
by existing Cloud Computing and IoT middleware platforms, it was possible to come up
with a set of features that implement these requirements. The functionalities provided by
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FIWARE-Lab@RNP can be categorized into two main groups associated to the following
tasks, namely (i) managing running instances of FIWARE GEs and (ii) easing the configuration of FIWARE-based IoT applications given an environment composed of a set of
running instances. Some of the functionalities provided by FIWARE-Lab@RNP to achieve
these goals are described in the following.
Management of IoT middleware instances (F1). This functionality is related
to the creation and management of running instances of services of a given IoT middleware, a platform enabling external applications, IoT devices or the FIWARE-Lab@RNP
functionalities to access and configure their services.
Management of instances images/templates (F2). This functionality allows
easily adding instance images/templates of new services of a given IoT middleware
platform or different versions of each service, or even support third-party services. This
offers flexibility for choosing the exact set of services that will be used to compose a specific
deployment.
Definition of instance configurations and parameters (F3). This functionality allows easily defining instance parameters, configuration variables, and configuration
files for creating instances. It allows defining settings that may be specific for a given
component within the environment and/or for the application under development, thus
offering higher control of a specific deployment.
Configuration of platform-specific IoT applications (F4). This functionality
is related to the configuration of elements that compose an IoT application in a given IoT
middleware platform, defining concepts and application-specific settings required to its
development. It includes creating and configuring services, context entities, devices, and
context entity subscriptions by following the patterns and APIs descriptions defined in
the platform.
Environment selection (F5). Given a set of running instances of which a user
is an owner or/and has access to, a subset of running instances of services of a given IoT
middleware platform that will be manipulated through the operations executed from the
dashboard or API functionalities can be selected. This allows operating on different sets
of running instances and managing different application deployments.
Management of users and permissions (F6). This functionality is related
to access control regarding other functionalities of FIWARE-Lab@RNP. Therefore, it is
possible to constrain the execution of certain types of actions according to the user’s role,
e.g., the default user or admin user.
Table 3 shows how the features proposed by the FIWARE-Lab@RNP are related
to the ones of existing IoT middleware and Cloud Computing platforms. A cell is checked
if the feature proposed by the tool contains similar outcome or it can be used to perform
a similar task in an IoT middleware or Cloud Computing platform to deploy components
and set up IoT applications.

Chapter 3. FIWARE-Lab@RNP

37

Table 3 – Relationship between the features of FIWARE-Lab@RNP and of
IoT middleware and Cloud Computing platforms
IoT and cloud platforms features
Device management
Context data/state visualization
Configuration of context subscriptions
Send data/commands to devices
Multi-tenancy support
Management graphical user interface
Management of running instances
Support for containerized instances
Management of instance templates
Management of instance images
Management of instance limits
Volume management
Network management
External access to virtualized instances
Resource usage monitoring
Users management and access control
Role-based access control

3.3

F1

3
3
3

3
3
3
3
3
3
3

FIWARE-Lab@RNP Features
F2
F3
F4
F5
F6

3
3
3
3
3
3
3
3
3
3

3
3
3
3
3
3
3
3
3
3
3

3
3
3
3
3
3

3
3
3
3

3
3
3
3
3
3
3

3
3
3
3

3
3

3

3
3
3

Architecture

Figure 9 depicts the FIWARE-Lab@RNP architecture with the set of components
responsible for providing the aforementioned functionalitiesIn a typical deployment, these
components may be distributed in distinct server instances, but they are herein presented
as being deployed at a single instance for the sake of simplicity. Filled boxes represent the
elements that were implemented or customized in this work work. Other elements are used
as they are by consuming owned deployed instances of third-party tools.
The Management Service API is responsible for processing incoming requests to
the virtual laboratory, which are made through either the Web dashboard or external calls
to its RESTful API. It concentrates the logic for creating and configuring service instances.
Given an environment composed of a set of running instances, it also provides services for
configuring an IoT application in the selected environment.
Requests made to the Management Service API with manipulation of component
instances and/or calls to running services may be time-consuming and take some time to
finish. To avoid blocking requests from clients, an event-driven approach was adopted to
process these requests. When a request of some of these types come to the Management
Service API, an event is created and added to an Event Queue, which stores the set of
actions that must be asynchronously executed. Async Workers attached to this queue are
responsible for processing events and publishing results when they are ready. The adoption
of workers allows distributing the execution of these tasks, thus contributing to improve
performance for executing several incoming requests.
The Instances Service stores instances of IoT middleware components that are
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Figure 9 – FIWARE-Lab@RNP architecture
created and manipulated by Async Workers and the Management Service API, as well as
further consumed by IoT applications. This service supports running these instances based
on pre-configured images of components whose configuration is finished when creating a new
instance. In FIWARE-Lab@RNP, there are two types of instances, namely local instances
and global instances. The former are instances created by a user and accessible only by
them whereas the latter are globally accessible and shared among all FIWARE-Lab@RNP
users, but they can be created only by admin users. Global instances are heavier instances,
but they provide users with greater control over them since they run as full virtual machine
instances and have full internal management. Local instances support lightweight quick
experimentation as it is possible to easily add images of the desired services and run them,
besides promoting scalability and capabilities to create new customized services.
Both approaches for running component instances rely on some sort of virtualization,
so that it is required externalizing instance ports to provide full external access to them
from other sources, e.g., a physical device or an application that uses services provided
by a component instance. In FIWARE-Lab@RNP, this is implemented by the Instances
Proxy, which manages the mapping of external server ports to internal ports running in
each virtualized instance.
Some management tasks may be executed in FIWARE-Lab@RNP. These actions
are executed from the Admin Interface, which includes actions such as managing running
instances, instance templates, user permissions, and instance limits.
Security for each component of FIWARE-Lab@RNP is managed by some native
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Figure 10 – FIWARE-Lab@RNP detailed internal architecture
authentication and authorization components from FIWARE. These GEs are responsible
for managing users, permissions, roles, and groups, for example. These components access
the security component to generate a valid access token and use it in requests made
through all the set of provided components.
Figure 10 shows a detailed view of the components implemented for FIWARELab@RNP in terms of the configuration of the internal components and how extension
points in the proposed architecture enable it to be used for deploying components and
configuring applications of other IoT middleware platforms. All the components created in
this work are deployed as Docker containers. The other elements are external components
to support the execution of instances, either external services or services deployed along
with FIWARE-Lab@RNP services.
In the Web Dashboard, some components can be easily be used by other platforms
without any modification, such as (i) the instances manager, which is responsible for
creating, removing, and monitoring instances), (ii) the environment manager, which is
responsible for active environment selection, and (iii) the user manager, which is responsible
for managing user profile and permissions. The IoT manager is responsible for configuring
IoT platform-specific elements of the application. This component may have a customized
implementation based on the supported IoT middleware platforms since the application’s
configuration parameters may change from a platform to another.
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In the Management API Service, services responsible for managing instance templates, runtime instances, environment selection, instance proxy, and users can provide
support for different IoT middleware platforms. The IoT Service requires a custom implementation for each supported IoT middleware platform since consuming services available
at running instances requires an implementation that connects to specific components
APIs and specifications.
Once asynchronous tasks have been sent by a specific IoT service implementation
to the event queue, a task is processed by a worker implementation that handles tasks of an
IoT middleware platform, including communication with component APIs to create devices
and context entities, data sending and consumption, creation of context subscriptions, etc.
When operations related to the management of runtime instances are received by
the Management Service API, the service responsible for handling them adds the actions
to the event queue. Asynchronous workers for runtime instances operations receive and
process requests from the event queue. Some examples of actions to be handled are starting
a new instance, stopping an instance, and accessing instances logs. A given deployment of
FIWARE-Lab@RNP can provide support for different runtime instances simultaneously.
For example, it is possible to use the Docker platform to run instances as containers at the
same time that OpenStack and/or Amazon Web Service APIs are used to create global
instances. Support to different runtime platforms can be extended and implemented in
FIWARE-Lab@RNP through the implementation of a custom runtime instance worker
that provides support to it. The current version of FIWARE-Lab@RNP supports Docker
and OpenStack as runtime environments. The creation of global and local instances is
respectively performed by using features from Docker containers and OpenStack Heat1
templates.

3.4

Development and implementation

Some decisions were taken regarding the implementation of FIWARE-Lab@RNP
aiming at better providing the offered functionalities and achieving goals specific to some
services available at the FIWARE platform. This section presents implementation details
and decisions taken for each component in the FIWARE-Lab@RNP architecture.

Instances Service
The instances provided by the FIWARE-Lab@RNP can be either global or local
instances. The approach adopted for global instances is similar to the one adopted in the
default FIWARE Lab implementation, which is based on the OpenStack Horizon default
component for running instances from available images. In FIWARE-Lab@RNP, global
1

<https://docs.openstack.org/heat/latest/>
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instances can be executed by using OpenStack Heat templates (that results in creating
heavier, complete running instances) that can be customized to run a virtual machine
instance customized with the desired parameters. For running these virtual machines, it is
necessary to point to a previously configured OpenStack deployment within which these
instances will be put in execution.
Besides the creation of instances solely based on OpenStack Heat templates, user
instances can be created based on Docker containers due to their easy configuration and
lightweight nature, thereby supporting a greater number of running instances. To run these
instances, it is possible to use both official images from FIWARE services and third-party
or owned components, also allowing for a flexible configuration of parameters for running
each service. To run these containers, it is necessary to point to a previously configured
Docker server within which containers will be created and executed.
Both global and local instances enable using the functionalities provided by
FIWARE-Lab@RNP to configure both production and development environments. The
OpenStack virtual machines are heavier, but they provide greater control over the internal
configuration of a running instance at runtime since it contains a whole running operational
system and can enable the flexibility of running different services within a same virtual
machine instance. Even though the container-based approach can be well-suited to both
production and experimentation scenarios, its main benefit comes when it is used for quick
experimentation of services or the deploying a composite production environment with
services available as Docker images in which a few internal customizations will be required.
The lightness of a running container is also a huge benefit for its use since it enables the
creation of a much larger number of instances in the same amount of physical resouces in
comparison to what would be possible by using OpenStack virtual machines.

Instances Proxy
To provide external access to global instances (OpenStack virtual machines) or local
instances (Docker containers), it is necessary to map the ports exposed from each service
in these virtualized instances to external ports of the host server. Without exposing the
ports, FIWARE-Lab@RNP can internally access, configure, and manage these components
through the Web Dashboard or the Management Service API. However, using the proxy
enables applications and services running outside of a FIWARE-Lab@RNP deployment to
access the services provided by the running instances of the Instances Service, thus making
it possible to use it to configure both experimentation and production deployments.
The proxy contains an HTTP management API that receives and processes requests
for creating an entry that maps an instance port to an external port of the server. It
is implemented through a Java application that provides HTTP endpoints for creating,
updating, and removing ports mappings when instances with external mapping option set
true are started, restarted, and stopped, respectively. These entries are stored in a local
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database and used for configuring configuration files from an nginx2 HTTP and reverse
proxy service that runs at the front of the architecture.
The approach of enabling external access to instances is currently used to provide
support to a greater number of instances that can run in FIWARE-Lab@RNP, accessible
for the only available IP address of the current deployment environment. However, it is
planned using IPv6 to allow assigning a unique IP address for each instance as means of
directly accessing each running instance without using the current proxy for port redirect.

Management Service API
The Management Service API was implemented by using the Django Web framework along with the Django REST framework4 for building Web APIs, which has leveraged
the implementation of back-end functionalities. The Management Service API also directly
interacts with the Instances Proxy HTTP API to query port mappings of running instances,
process incoming requests, and provide the endpoint used for externally accessing each
service in the response.
Operations that manipulate instances are made through asynchronous task queue.
These operations were implemented by using the Celery tool5 , thereby allowing for real-time
operation, task scheduling, and distribution. These workers are responsible for interacting
with HTTP APIs of services such as OpenStack (for creating global instances as virtual
machines), Docker (for creating local instances as Docker containers), and the Instances
Proxy (for setting up external mapping for ports of created instances).
3

Web Dashboard
The Web Dashboard offers an easy user interface to create running instances or
manage the FIWARE services that they provide. This component was implemented by
using React6 , which was chosen to provide FIWARE-Lab@RNP with an interactive,
dynamic user interface with many asynchronous and time-consuming tasks.
The navigation sections in the Web Dashboard were defined considering the main
elements while deploying FIWARE and configuring FIWARE-based IoT applications,
namely running instances and FIWARE context entities, devices, and services. An overview
of how these features are made easy through the use of the Web dashboard is given in the
following.
2

<https://nginx.org/en/>
<https://djangoproject.com/>
4
<https://django-rest-framework.org/>
5
<http://celeryproject.org/>
6
<https://reactjs.org/>
3
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Dashboard
After logging in, a registered user can access a dashboard (see Figure 11). This
page shows an overview of local and global running instances, resource usage, context
entities and devices registered by the current user, etc. The set of information shown to
the user varies according to its role. Admin users have access to a larger set of information,
such as the usage of global resources and information about global instances.

Figure 11 – Dashboard overview page

Instances
The instance management page shows the current global and local instances
available to or created by a given user, respectively (see Figure 12). In the instance list,
there is information about the instance, such as the Docker image or OpenStack Heat
template used for instantiating the service, alias, identifier, used Docker image or Heat
template, and status. When an instance has exposed service ports, the external address
on which the services will answer is also shown.
Only admin users can manage global instances, but users without the admin role
can manage the instances created by themselves or create new ones. For a given instance to
which a user has permission to manage, he/she can stop or start it and access its runtime
logs.
When selecting the option to create a new instance, a creation form is shown (see
Figure 13). The user can select the Docker image (for user instances) or OpenStack Heat
templates (for global instances) to be used, an alias to the instance (to easily distinct two
instances that use the same image), and select instances to which the instance will be
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Figure 12 – Instance management page

Figure 13 – New instance form
linked as means of fulfilling its runtime dependencies. Previously created instances that
provide the services required by each link will be shown in their respective lists and the
user can select them to automatically do the required internal configuration. At last, if
the user desires exposing ports of services of the instance to enable external applications
and IoT devices to use them, the corresponding checkbox can be selected and the internal
exposing configurations will be automatically made.
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Environment
Given that a set of instances are put in operation using the Web dashboard, the user
can select which of these instances will be used to perform operations from the dashboard.
This selection is useful as a user can have multiple instances of the same service running
at the FIWARE-Lab@RNP deployment and the environment selection enables him/her to
simultaneously run them, but he/she operates on a specific instance at a time. Moreover,
this enables the user to easily switch between the usage of local and global instances
through the dashboard.
Figure 14 shows the environment selection page. In this page, the user can select
between the usage of local or global instances and if he/she wants to use an environment
containing management of IoT devices or just manage context entities from the Web
dashboard.

Figure 14 – Environment selection page

Services
FIWARE services can also be managed by using the Web dashboard. The service
management page (see Figure 15) shows the list of available services and display their
respective name, path, and API key (if the current environment contains a running IoTAgent instance and the service was already registered within it). For each item of the list,
there is an action button that can be used to register a service in the IoT-Agent active
instance in the environment, thus generating an API key that will be displayed in the list
item. The API key is used to uniquely identify the service to an IoT device that sends or
receives data from/to services provided by FIWARE instances.
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Figure 15 – Service management page

Figure 16 – New service form
A new service can also be created through a specific form (see Figure 16). In this
page, the user specifies the service name and path and he/she can optionally define the
service API key (that must be unique within the services list) beforehand.
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Figure 17 – Entity management page
Entities and devices
In the Web dashboard, it is also possible to configure context entities and devices.
Each one has its respective management page, but both consist of a list of registered
elements containing their identifier and type along with an action button for showing more
details of the selected element. Before listing the registered elements, it is necessary to
select the service used in the query since it defines the querying context. All the querying
and management operations done on the page are made within the context of the selected
service (that must be previously created in the services management page).
Specifically for context entity listing, there is also an additional action button
for managing context entity subscriptions. When selecting it, a new window appears to
manage subscriptions of the selected context entity in terms of adding new ones (as for
sending notifications to specific endpoints on entity value changes) or editing existing ones.
Figure 17 shows an example of a entity management page.
When selecting the option to create a new context entity, a new form is displayed
(see Figure 18). This form contains fields for basic information about the instance, such
as instance identifier and type. Additionally, the form contains an action button for
dynamically adding instance attributes, each one with its name, type, and value. It is also
possible to add metadata attributes to each added attribute as means of complementing
or better defining the information provided by the attribute itself.
Figure 19 shows the form used to create a new device. The form contains a list of
attributes to be filled, including the device identifier, the identifier of the entity associated
with the device being registered, the IoT-Agent protocol, the transport protocol to be
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Figure 18 – New entity form
used, and optionally the device endpoint. There are also dynamic attributes that can be
added to the device as needed according to the requirements of the application under
development, including device attributes, lazy attributes, static attributes, and device
commands.

Figure 19 – New device form
FIWARE-Lab@RNP does not currently provide multi-language support when
performing these operations. Future versions are planned to provide this support in the
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Web Dashboard for using the environment in different languages, thus easing its use

Admin interface
In addition to the Web Dashboard, the Admin Interface is another Web interface that
can be used to manage tasks that may be executed in FIWARE-Lab@RNP. This component
can be used for managing running instances, instance templates, user permissions, instances
environments, and instance limits. The Admin Interface is a customized version of the
admin interface provided by the Django Web framework since it directly interacts with the
Management Service API, which is used for performing operations on running instances
and creating new ones. Moreover, both Admin Interface and Management Service API
are implemented by using the same framework.
Figure 20 shows the initial page displayed when an admin user logs in the Admin
Interface. It presents the sections that contain the functionalities provided by the tool,
each one with a set of create-retrive-update-delete actions for managing elements of the
respective section.

Figure 20 – FIWARE-Lab@RNP’s Admin Interface - Homepage
As an example, Figure 21 shows the Docker Instances Info section associated to
the management of images and initial configuration of services for creating local instances
based on Docker containers. Figure 22 shows the form for adding a new entry in the section
data. When added, the new instance information will automatically be available for all
users of FIWARE-Lab@RNP who can now use the inserted template to create new local
instances based on it.

Chapter 3. FIWARE-Lab@RNP

50

Figure 21 – FIWARE-Lab@RNP’s Admin Interface - Docker Instances Info section

Security
The user authentication and authorization process in FIWARE-Lab@RNP is managed by native FIWARE GEs. FIWARE-Lab@RNP currently uses the Keyrock component
for identity management in terms of managing users, permissions, roles, and groups.

Figure 22 – FIWARE-Lab@RNP’s Admin Interface - New Docker Instance Info form
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This component is used to enable security for both FIWARE-Lab@RNP components
and services on running instances made available to its users. To provide security to the
FIWARE-Lab@RNP components, requests are made to the identity manager component
to generate a valid access token, which is used in requests made through all the set of
provided components. Running instances that wish to secure its services can either point
to the FIWARE-Lab@RNP’s security component or deploy and configure its security
components as running instances, using them for identity management, defining of access
proxies, and other desired security components.

3.5

An example application

FIWARE-Lab@RNP was used in the development of a FIWARE-based IoT application aimed to automatically control the temperature of rooms in a smart building. Such
a room temperature controller (RTC) works by adjusting the environment temperature
based on monitored variables. Figure 23 shows the role of FIWARE-Lab@RNP in managing
both instances and configuring the basic elements of the RTC application.

WEB DASHBOARD

...
APPLICATIONS
CONTEXT ENTITIES

INSTANCES SERVICE
Room001

Building001

...

DeviceEnt001

Device001

ORION CONTEXT
BROKER

CYGNUS

Device002

IOT-AGENT MQTT
Device003

MQTT BROKER

POSTGRESQL

...

DEVICES

PHYSICAL DEVICES,
SENSORS AND ACTUATORS

Figure 23 – Room temperature control (RTC) application using FIWARE GEs instances
through FIWARE-Lab@RNP
Initially, if no FIWARE services instances are available from other sources for the
application developers, then FIWARE-Lab@RNP can be used to configure the instances.
The first step is accessing FIWARE-Lab@RNP by creating a new user in the security
components. Next, the developer can access the Web dashboard to easily manage running
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instances of FIWARE services by using the set of available pre-configured images/templates
of instances. These instances can be quickly put in operation with default configurations
or by defining application-specific settings. For the RTC application, the instances of the
following components can be instantiated and managed through the Web dashboard as
local instances: Orion Context Broker, an IoT-Agent for MQTT protocol along with its
respective MQTT Broker, Cygnus, and databases such as PostgreSQL.
Service instances are kept in the Instances Service. Once they are running, it is
also possible to (i) access their logs from the Web dashboard, and (ii) use the Instances
Proxy to make them externally accessible for applications and devices. Figure 24 shows the
instance management page, showing instances created to the RTC application, along with
its access information (internal and external endpoints) and management over each one.

Figure 24 – Running instances of the RTC application
As a next step, it is necessary to configure the deployed services with application
details. This configuration can be done through requests to service APIs (the only approach available without FIWARE-Lab@RNP), but it is also possible to use the virtual
laboratory to perform this task. The Web Dashboard can be used to manage elements of a
FIWARE application in terms of (i) creating a service, i.e., defining the scope associated
to the application in development, (ii) registering devices within the created service (e.g.,
environment devices, physical boards, temperature, motion and humidity sensors, etc.)
using a guided graphical configuration, and (iii) creating context entities that are also
associated with the application, storing, and grouping context information (such as rooms
and buildings). It is also possible to use the Web Dashboard to manage subscriptions on
context entities, thus enabling its use to control rules to be evaluated and destinations to
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which context events will be sent when new events happen, such as databases, applications,
and third-party services.
Figure 25 shows the entity management page in the Web Dashboard displaying
context entities created within the service of the RTC application. The entity management
page also shows actions to show entity details and manage active context entities and their
subscriptions.

Figure 25 – Entities created for the RTC application
Administrative users can also have detailed information about global and local
running instances. Furthermore, they can manage instance images/templates, instance
limits for each user, and user access to the virtual laboratory.
Figure 26 revisits the activities involved in the environment deployment and application configuration for FIWARE-based applications and shows how FIWARE-Lab@RNP
eases these activities. The main groups of features that ease their configuration with
FIWARE-Lab@RNP services and dashboards refer to the management of instances, services, devices, and entities. The steps for configuring FIWARE-based applications not
performed through FIWARE-Lab@RNP (the configuration of the application in devices)
are also highlighted.
Knowing the tasks involved in the process of deploying an environment and configuring an application leads to revisiting research question RQ1: How to enable the
creation of a lightweight, transparent environment for deploying components and setting
up FIWARE-based applications? From the steps involved in such a configuration process,
it is possible to notice that the features proposed by FIWARE-Lab@RNP, especially the
elements that offer the possibility to perform both tasks and complex internal configuration processes visually and straightforwardly, provides the transparency for creating
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Figure 26 – FIWARE-Lab@RNP components to support IoT application configuration in
FIWARE instances
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BY THE TOOL

and configuring complex components and their relationship easily, even for non-technical
users. Furthermore, providing the use of lightweight components to instance runtime (also
extensible to new ones) can allow for better experimentation possibilities to users that are
deploying components and setting up FIWARE-based applications.
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4 Evaluation
FIWARE-Lab@RNP was evaluated through two experiments focused on assessing
its usability and performance. This chapter presents the methodology and results of
these experiments. Section 4.1 describes the human-centered evaluation by detailing
the experiment design, operations, and results. Section 4.2 describes the performance
experiment and the planned scenarios in its design, execution, and obtained results.

4.1

User evaluation

The first experiment aimed at analyzing FIWARE-Lab@RNP to assess whether it
provides greater ease of use regarding the configuration of FIWARE GEs for developers
of IoT applications in comparison to the manual configuration (more precisely by using
Docker containers). The required configuration includes the deployment of GEs of the
required services and their configuration, i.e., the creation of entities, devices, services,
and entity subscriptions.

4.1.1

Experimental design

The experiment planning and operation was driven by the following research
question:
How do developers perceive the ease of use to deploy and configure instances of FIWARE
GEs and set up an IoT application over the provided services?
To answer this research question, the ease of use was considered in terms of the
effort required to execute some tasks in the experiment. This effort was measured by the
time spent to set up FIWARE GEs and an IoT application over these GEs.
The experiment followed an one-factor two-levels design (JURISTO; MORENO,
2001; MONTGOMERY, 2019). This type of experimental design studies the effect of one
independent variable (a factor) on a dependent variable. In this experiment, the factor is
the configuration mode (i.e., how the activities are carried out) with two levels, namely
the manual configuration (control) and the use of FIWARE-Lab@RNP (treatment). The
dependent variable is the time spent to instantiate a set of GEs and configure services.
Another independent variable is the experience of the participants with the instantiation
and configuration of FIWARE GEs.
The following null (H0 ) and alternative (H1 and H2 ) hypotheses were formulated
for investigation in the experiment:
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H0 : The difference in terms of time to configure instances of FIWARE GEs and an IoT
application either manually or using FIWARE-Lab@RNP is not significant, i.e., both
approaches have similar time for configuration.
H1 : The time spent to manually configure instances of FIWARE GEs and an IoT application is significantly smaller than using FIWARE-Lab@RNP.
H2 : The time spent to manually configure instances of FIWARE GEs and an IoT application is significantly greater than using FIWARE-Lab@RNP.
The experimental design also followed a two-treatment crossover (VEGAS; APA;
JURISTO, 2015) approach in which different participants deal with treatments in different
orders, randomly defined. Participants were divided into two balanced groups (with an
equivalent number of participants in each group). The approach which each group started
with was also randomly defined. One group started the proposed activity by using the
manual approach while the other started it by using FIWARE-Lab@RNP.

4.1.2

Operation

The experiment was carried out with nine participants who have developed IoT
applications using FIWARE components. The set of participants had the following distribution related to the level of education: two undergraduate students, four Master students,
one graduate student, and two PhD students. The participants had knowledge on the main
services provided by FIWARE as well as some familiarity with them, but they had no
practice in deploying and configuring instances of FIWARE GEs, i.e., they had previous
experience only as consumers of services already deployed. The sample of participants was
taken in a non-probabilistic, by convenience way due to the difficulty of finding a large set
of individuals who would meet the requirement of having practiced with the FIWARE
platform, so that the choice could have been randomly done.
The activity proposed in the experiment consisted of setting up an environment
composed of a set of FIWARE services to support a smart room application. In the
proposed scenario, some devices are deployed at a room and responsible for monitoring
environmental variables such as temperature, humidity, room’s occupation, number of
people, as well as sending commands to control an air conditioning unit in each room.
To support this application, it is necessary to initially deploy the set of FIWARE GE
instances required for the application functionalities, more specifically Orion Context
Broker, IoT-Agent UltraLight, and Cygnus. To connect to such services, some database
instances used by each service are also required to be configured, namely MongoDB (used
by Orion Context Broker and IoT-Agent) and PostgreSQL (used by Cygnus).
A quick training session (about 30 minutes of duration) was initially carried out
with the participants. The training session aimed at leveraging the required knowledge to
participate in the experiment, provide information related to the services provided by the
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main FIWARE GEs, and present the architecture of the application to be used throughout
the experiment. After an overview of the FIWARE platform, the two ways of deploying and
configuring its components (using Docker containers and FIWARE-Lab@RNP) were briefly
presented, but without diving into much detail of any of the two ways of configuration.
After the training session, the activity to be performed throughout the experiment
was explained. A repository1 containing detailed instructions for the proposed activity as
well as the required parameters and values to create the application elements was made
available to the participants. The material also contained a pre-selected set of links to the
official FIWARE documentation, directly pointing to important parts of the documentation
that could be necessary to perform the manual configuration. This was done to allow
carrying out the activity with the support of the documentation in case of the participant
having no clue of how to perform the proposed activities by using some of the proposed
approaches.
The time spent to complete the task on the approach which each participant started
with was registered. After a short interval of 15 minutes, each participant started the
execution of the activity with the other approach and the time spent for performing the
task was also registered. Participants had a time limit of 1:45h to complete the activity by
using each approach. After completing the activities using both approaches, participants
filled an electronic questionnaire aimed to evaluate their experience on the execution of
the task proposed in the experiment and to obtain the participants’ perception on the
effort to use both approaches. A time window of 15 minutes was defined to fill the form.
The maximum total time that could be used to perform the activities proposed in
the experiment was 4:30h, but most of the participants have completed the set of proposed
activities before this maximum time. At the end of the experiment, the artifacts produced
during were collected and organized to analyze the obtained results.

4.1.3

Results

Quantitative analysis
The quantitative analysis of experimental data consisted of four statistical procedures. These procedures were: (i) computation of descriptive statistics in terms of central
tendency and dispersion measures; (ii) analytic normality verification of the data sets;
(iii) hypothesis testing to verify the validity of the hypotheses formulated to compare the
execution time for the approaches; and (iv) post-hoc statistical analysis aimed to refine
the hypothesis testing results.
In an initial analysis of experimental data, it was possible to observe that the
average time spent by using the manual approach was more than double compared to the
use of FIWARE-Lab@RNP as confirmed by descriptive statistics shown in Table 4. Using
1

<https://github.com/lucascriistiano/experimento-fiwarelab-rnp>
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the manual approach, most of the users (almost 80%) spent 90-110 minutes to perform
the task. In turn, all users performed the configuration using FIWARE-Lab@RNP in less
than 45 minutes and a third of them completed the proposed task in less than 30 minutes
when using it. The superiority of the execution time in favor of FIWARE-Lab@RNP is
also verified in the boxplots depicted in Figure 27.
Table 4 – Average time spent by users (in minutes) with the evaluated approaches
Approach

Mean
89.66667
37.44444

Standard Deviation

101
40

Minimum

Maximum

37
25

105
45

24.637370
7.650345

80
60

●

40

Average execution time (minutes)

100

Manual
FIWARE-Lab@RNP

Median

●

Manual

FIWARE−Lab@RNP
Approaches

Figure 27 – Average execution time boxplots for manual configuration and FIWARELab@RNP
Before hypothesis testing, it is necessary verifying if the data sets follow a normal
distribution since hypothesis testing often has assumptions to be met and one of them
typically refers to the distribution of data. To verify normality in an analytival way, the
Shapiro-Wilk test (SHAPIRO; WILK, 1965) was used. In the Shapiro-Wilk test, the
null hypothesis states that data are normally distributed. The test returns a p-value as
result, which is compared to the adopted significance level α. If p-value < α, then the null
hypothesis should be rejected and there is evidence that data are not normally distributed.
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For a significance level α = 0.05, it was observed that the execution time results for using
the manual approach did not follow a normal distribution (p-value = 0.0005984) whereas
the execution time results for the use of FIWARE-Lab@RNP did (p-value = 0.05765).
By definition, Inferential Statistics consists of elaborating conclusions on a given
characteristic of a population from the analysis of data regarding a randomly selected, representative sample from that population. For this purpose, hypothesis testing (LEHMANN;
ROMANO, 2005) allows statistically verify the validity of formulated hypotheses from
a data set. A hypothesis test also returns a p-value, which can be understood as the
probability of the observed result make the null hypothesis to be accepted. Hypothesis
testing is categorized in two classes, namely parametric tests and non-parametric tests:
the former assume that data follow a normal distribution while the latter does not make
any assumption on the probability distribution of data, thus being more generic than
the parametric ones. Non-parametric tests must be used when the assumptions adopted
by the parametric counterparts are not met or when the probability distribution of data
is unknown a priori. For the case of the data obtained in the performed experiment, a
non-parametric test should be used.
As there is a dependency between the samples, i.e., they are paired in the sense
that with each value in a sample is related to a value in the other, the one-tailed Wilcoxon
signed-rank test (WILCOXON, 1945) was chosen for non-parametric hypothesis testing.
In this test, the null hypothesis states that the medians of the values in the samples are
the same, i.e., there is no statistically significant difference between the samples. The
Wilcoxon test returns a p-value that is compared to the adopted significance level α. For
the one-tailed form, p-value > 1 − α leads to the rejection of H0 and acceptance of H1 ,
p-value < α leads to the rejection of H0 and acceptance of H2 , otherwise it not possible to
conclude if there is statistically significant difference between the analyzed samples. The
execution of the test under α = 0.05 resulted in p-value = 0.00638625, which leads to the
rejection of the null hypothesis H0 and the acceptance of the alternative hypothesis H2
in that the execution time with FIWARE-Lab@RNP is significantly smaller (statistically
proven) than the execution time with the manual approach.
As a good practice, the effect size was also verified as a post-hoc analysis. In
Statistics, an effect size is a quantitative measure of the magnitude of a phenomenon,
e.g., the value of a statistic calculated from a sample of data (KELLEY; PREACHER,
2012). Measuring the effect size as a complementary verification is important to strengthen
statistical claims and ease the interpretation of the importance of a research result, in
contrast to its statistical significance based on p-values (ELLIS, 2010). A p-value can
indicate that the treatment effect is statistically significant, but it does not say how much,
albeit minimal. Therefore, the larger is the effect size, the more evidence exists about that
the treatment (in this case, FIWARE-Lab@RNP) produced significant results in relation
to the control (in this case, the manual approach).
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Among the many existing metrics for measuring the effect size, the Cohen’s d
coefficient (COHEN, 1988) is defined as the difference between the means of two samples
divided by a pooled standard deviation (the weighted average of standard deviations for the
considered samples) for the data. For the results of the experiment, the value of the Cohen’s
d coefficient was d = −2.272278, which represents a large effect size (SAWILOWSKY,
2009). Such a negative value of the Cohen’s d coefficient indicates that the control mean
(in this case, the manual approach) is significantly larger than the treatment mean (in this
case, FIWARE-Lab@RNP).
Qualitative analysis
A customized questionnaire was created to collect the perception of effort, easiness,
and satisfaction from participants when using both approaches. The questionnaire applied
to participants of the experiment after its completion also aimed to obtain their perception
regarding positive and negative concerns regarding the use of FIWARE-Lab@RNP. A
qualitative analysis of the responses was then performed to identify points of agreement
raised by participants. The experiment did not aim to assess usability aspects and hence
existing questionnaires for this purpose were not considered.
Appendix A contains the applied questionnaire (in Portuguese) in full. The questionnaire consisted of 27 questions, 23 closed questions, and four open questions. The first
question dealt with the users’ profile in terms of education level whereas the next two
questions dealt with users’ previous experiences with the FIWARE platform. Seven closed
questions addressed the use of FIWARE with the manual approach, followed by eight
closed questions about the use of FIWARE-Lab@RNP and three open questions aimed to
identify facilities and difficulties in using it, as well as suggestions for its improvement.
The closed questions had five nominal options for response, including both numerical
labels (1-5) and labels expressing different levels of difficulty. Finally, there were five closed
questions about the operation of the experiment to identify any factor that could have
influenced the experiment results (such as physical/mental fatigue of participants and
doubts), followed by an optional open question for entering general comments.
Participants were initially asked about their experience with the tools used in
the experiment before the provided training session, using a numerical scale from very
inexperienced to very experienced. The obtained results (see Figure 28) shown that most
of the participants had experience ranging from moderate to high with the FIWARE
platform while having moderate to considerable experience with the Docker tool.
The group of questions regarding the ease of carrying out the proposed activity,
performing the required configuration using the manual approach and FIWARE-Lab@RNP
(see Figure 29) indicated that most of the participants (77.8%) considered the process
of deploying FIWARE GEs as difficult when using the manual approach. Most of the
participants (77.8%) also considered the manual configuration of the elements of a FIWARE-
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Figure 28 – Summary of answers to questions about previous experience with FIWARE
and Docker
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Figure 29 – Summary of answers to questions about ease of configuration with FIWARELab@RNP and manual approaches
based application (i.e., creation of entities, devices, etc.) as a difficult activity. When asked
about the difficulty of deploying and configuring a set of FIWARE services as well as
configuring the elements of a FIWARE-based application (i.e., creating entities, devices,
etc.) using the FIWARE-Lab@RNP, all participants have considered that FIWARELab@RNP significantly eases these activities.
As for the learning difficulty of using both approaches to configure FIWARE
platform services (see Figure 30), most participants (66.7%) indicated that the use of the
manual approach to perform this activity is neither easy nor difficult while the remaining
ones considered it difficult or very difficult. Regarding the ease of learning about FIWARELab@RNP, the large majority (88.9%) of the participants regarded it as easy or very easy
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Figure 30 – Summary of answers to questions about ease of learning with FIWARELab@RNP and manual approaches
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Figure 31 – Summary of answers to questions about satisfaction of use of FIWARELab@RNP and manual approaches
to use.
When asked about the satisfaction of performing the deployment of components
and configuration application elements (see Figure 31), most of the participants (55.5%)
have not liked performing the task through the manual approach. When the same question
was asked in the context of using FIWARE-Lab@RNP, all participants demonstrated
satisfaction to perform these tasks with it.
The participants were also asked how they would rate the use of FIWARE-Lab@RNP
to carry out activities in comparison to the manual approach (see Figure 32). All participants have considered the use of FIWARE-Lab@RNP as better than the manual
approach (88% considered the former as much better than the latter). When asked about
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the usefulness of FIWARE-Lab@RNP for carrying out such activities (see Figure 33), all
participants considered it as very useful. As a general opinion about FIWARE-Lab@RNP,
almost all participants classified it as very good (see Figure 34).
FIWARE-Lab@RNP usage compared to manual approach
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20%
Much worse

40%
Worse

60%

Nor better, nor worse

80%
Better

100%
Much better

Figure 32 – Answers about the comparison between FIWARE-Lab@RNP and the manual
approach
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Figure 33 – Answers about usefulness of FIWARE-Lab@RNP to perform configuration
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Figure 34 – Answers regarding the general opinion about FIWARE-Lab@RNP
Regarding the open questions, the first question sought to identify the strengths
and facilities regarding the use of FIWARE-Lab@RNP in contrast to the manual approach.
The majority of the answers to this question highlighted (i) the speed of deployment of
services and application configuration, (ii) the possibility of obtaining greater productivity
in performing these tasks, and (iii) the easy creation of an experimentation environment
in which a quick creation and removal of elements would be required. Several participants
also highlighted the ease of performing these tasks through FIWARE-Lab@RNP by
emphasizing the simplicity of configuration as a positive element to guide this process. The
main positive points for achieving such a simplicity include the abstraction for configuring
the communication among services, as well as the fact that it is not necessary to know
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details of syntax and models accepted by each FIWARE service to carry out application
configuration. The use of the graphical interface to realize these configurations was also
perceived by the participants as a positive element of FIWARE-Lab@RNP in comparison
to the manual configuration. These simplicity and ease of use are important concerns
mainly for users who are new to FIWARE and its GEs, so that FIWARE-Lab@RNP can
be a way of simplifying the first contact with the FIWARE platform and it can enable
developers to focus on the development of the application. Another important concern
raised by participants is that FIWARE-Lab@RNP relieves developers from the burden of
managing and maintaining a proper environment for the execution and use of FIWARE
services.
The second open question asked to participants was about the weaknesses and
difficulties of using FIWARE-Lab@RNP when compared to the manual approach, as well
as suggestions for improvements. Although the simplicity for configuring platform elements
was raised as a positive point of FIWARE-Lab@RNP, some improvements were also raised
for this point. The participants reported that the existence of a greater configurability
of service instances and flexibility for end-users to make configurations after the creation
and customizations in a given service would be a positive point to be considered by
FIWARE-Lab@RNP. Some participants similarly raised that the support for extending the
set of GEs and services by a default user with the addition of new services (whether based
or not on FIWARE) would increase the developer’s autonomy and ease the development
process, thus providing more support for applications as a whole.
Finally, the third open question asked participants to raise suggestions for improving FIWARE-Lab@RNP. Participants have suggested: (i) providing means for reusing
components from an environment/application to another, including the duplication of
instances and their configurations; (ii) creating entities, devices, and services based on
previously existing ones; and (iii) offering more options for editing these elements after
creation through the dashboard. Some adjustments regarding the usability of FIWARELab@RNP were also suggested by participants, in particular (i) making the configuration
of some elements more visible, (ii) the insertion of help elements to guide users who do
not have prior knowledge on the elements of a FIWARE application, and (iii) adjustments
to enable the dashboard interface to be more responsive, thus allowing operations to be
performed in devices with different screen sizes.
Performing these experiments and the analysis of the obtained results lead to
revisiting research question RQ2: Does FIWARE-Lab@RNP ease the deployment and use
of FIWARE components and services? From both quantitative and qualitative results of
the performed experiments, it is possible to state that FIWARE-Lab@RNP has helped to
simplify and ease the deployment and usage of FIWARE components and services. The
positive perception of the users and the reduced time for performing the proposed tasks
indicates that FIWARE-Lab@RNP can effectively improve the user experience on the use
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of FIWARE services.

4.2

Performance evaluation

The second group of experiments aimed at analyzing FIWARE-Lab@RNP to assess
its behavior and performance for an increasing number of requests, related to both the
management of running instances and IoT operations performed by devices deployed at
the environment. Specific scenarios were defined to simulate interactions among users,
applications, devices, and FIWARE-Lab@RNP.

4.2.1

Management operations

Scenario #1
The first scenario was defined to assess the performance of FIWARE-Lab@RNP
upon an increasing number of requests for management operations in an environment
composed of a set of running instances of IoT middleware components. The queried
environment had an instance of Orion Context Broker, Ultralight IoT-Agent, MQTT
Broker, and the respective databases for each of these components. The operations
performed by simulated clients consisted in (i) listing existing user instances, (ii) listing
available instance templates, (iii) list running instance dependencies, (iv) listing instance
required variables, (v) getting the current environment, (vi) checking requirements of the
current environment, and (vii) changing the current environment.
Experiment 1.1 aimed to assess the maximum amount of requests that FIWARELab@RNP could process in its computational infrastructure in a given period of time and
amount of concurrent users. Experiment 1.2 aimed to assess the scalability of FIWARELab@RNP by monitoring its performance improvement when new computational resources
are added to the infrastructure, also considering a given number of requests and a different
number of components handling them.
Both Experiments 1.1 and 1.2 in Scenario #1 were performed over the computational
infrastructure depicted in Figure 35. The FIWARE-Lab@RNP deployment had an nginx
reverse proxy as entry point and performed load balancing on the incoming requests for
instances of the Management Service API. To process requests, these instances interact
with an instance of the Keyrock identity management component and an instance of the
PostgreSQL database. Asynchronous tasks are sent to a message queue in a RabbitMQ2
instance. This first set of components ran as Docker containers in a virtual machine with
eight VCPUs, 16 GB of RAM, and Linux Ubuntu 18.04 as operating system.
Incoming tasks to the message queue are processed by instances of Runtime Instance
Worker components, which also ran as Docker containers located at another virtual machine
2

https://www.rabbitmq.com
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Figure 35 – Computational infrastructure for performing experiments on instance management operations (Scenario #1)
with eight VCPUs, 16 GB of RAM, and Linux Ubuntu 18.04 as operating system. Actions
performed over running instances by workers reach a Docker server deployed at a virtual
machine with six VCPUs, 16 GB of RAM, and Linux Ubuntu 18.04 as operating system.
The load tests were performed from a virtual machine running the Apache JMeter3
tool. Apache JMeter is a well-known tool used to perform load tests and measure the
performance of Web-based applications by relying on test plans representing a set of
actions made by clients. The client machine had eight VCPUs, 16 GB of RAM, and Linux
Ubuntu 18.04 as operating system.
Experiment 1.1
This experiment assessed the number of requests processed by FIWARE-Lab@RNP
given several users. To simulate multiple concurrent users using the application, a script ran
100 concurrent threads performing uninterrupted requests during one minute. The script
was executed for three different configurations, each one having an additional instance
of the Management Service API component. The script was executed 20 times for each
configuration. Before each execution, 100 concurrent clients executing the same operations
during ten seconds was performed as warm-up. All the requests sent for each server instance
configuration were successfully processed in the execution of the experiment.
Figure 36 presents the results of Experiment 1.1 in terms of the number of
sent/processed request in each configuration of number of servers. These results indicate that adding new instances significantly increases the number of processed requests and
that FIWARE-Lab@RNP can assimilate new computational resources to support a higher
workload. This is an essential feature for IoT and cloud platforms since the workload in
these environments tends to increase over time as new data sources, users, and applications
are connected to the platform.
To assess the performance gains obtained by FIWARE-Lab@RNP with the addition
3

<https://jmeter.apache.org/>
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Figure 36 – Experiment 1.1: Number of processed requests per active instance of the
Management Service API component of FIWARE-Lab@RNP
of new resources to its infrastructure, speedup measures were calculated in both second and
third configurations explored in Experiment 1.1. Speedup is one of the main performance
characteristics of a distributed application (EAGER; ZAHORJAN; LAZOWSKA, 1989).
It can be understood as the relative performance improvement in speed of execution of a
task performed on two similar architectures with different resources. In Experiment 1.1,
speedup S is defined by the ratio of the number of requests handled by j instances of
the Management Service API of FIWARE-Lab@RNP, R(j), and the number of requests
previously handled by i deployed instances, R(i) (see Equation 4.1):
S(j) =

R(j)
R(i)

(i, j ∈ {1, 2, 3} ∧ i < j)

(4.1)

Comparing data obtained in the first configuration with the ones in the second
configuration, a speedup of approximately 1.6941 was achieved. This means that the
Management Service API of FIWARE-Lab@RNP obtained a performance gain of almost
70% with the addition of a new instance to the underlying infrastructure. In the third
configuration, the observed speedup was of approximately 1.3404 (+34.04%) in comparison
to the second configuration.
Figure 36 also allows outlining a linear growth of the processed requests when
new instances are added. To confirm that behavior, the Pearson’s correlation coefficient
was calculated to identify the kind of relationship between the number of instances and
the number of processed requests. The Pearson’s correlation coefficient r measures the
statistical relationship between two continuous variables, X and Y , and it gives information
about the magnitude of the correlation, as well as the direction of the relationship (CHEN;
SMITHSON; POPOVICH, 2002). The value of r ranges from -1 to 1 and it can be
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interpreted as follows:
• the closest is r to -1 or 1 the most perfect (linear) is the correlation between X and
Y;
• r = 0 implies that there is no linear correlation between X and Y .
• r > 0 implies that Y increases as X increases;
• r < 0 implies that Y decreases as Y increases;
• the larger is the absolute value of r the stronger is the observed tendency.
For the results of Experiment 1.1, the value of the Pearson’s correlation coefficient
was r = 0.9985822. This indicates a strong correlation between these variables (DEVORE,
2016) and that the number of processed requests tends to linearly increase with the number
of instances.
Experiment 1.2
This experiment assessed the average response time processed by FIWARELab@RNP given a defined number of users. For this experiment, a script ran 100 concurrent
threads performing uninterrupted requests during one minute. The script was also executed for three different configurations to assess the impact of adding new instances of
the Management Service API component on the response time. Each configuration was
executed 20 times and encompassed a warm-up of 100 concurrent clients for ten seconds.
All the requests sent for each server instance number were successfully processed in the
execution of the experiment.
Table 5 shows the average response time (in milliseconds) for the processed requests
in each execution. Obtained results show that adding new instances also significantly
decreased the response time for handling requests, more precisely about 40% when adding
the second instance and 25% when adding the third instance. Although the response time
reduces when adding the new instances, the time for distributing the requests over the
instances makes it to decrease in a smaller degree when new instances are added. The
combination of these results with the ones observed in Experiment 1.1 allows stating that
FIWARE-Lab@RNP meets the scalability requirement, i.e., the ability of assimilating
new resources to support a higher workload and/or improve its performance, an essential
feature for IoT and cloud platforms.
Table 5 – Execution time results for Experiment 1.2
Number of instances
1
2
3

Response time (ms)
Average Minimum Maximum
3,533
2,078
1,547

906
14
14

8,149
7,430
6,251
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Data shown in Figure 36 allow outlining a linear decrease of the average response
time when new instances are added. As for Experiment 1.1, this behavior was checked by
calculating the Pearson’s correlation coefficient to identify the relationship between the
number of instances and the average response time. For the results of Experiment 1.2, the
value of the Pearson’s correlation coefficient was r = −0.9657646, thus indicating a strong
correlation between these variables and that the average response time tends to linearly
decrease when new instances are added.
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Figure 37 – Experiment 1.2: Average response time (in milliseconds) per active instance
of the Management Service API component of FIWARE-Lab@RNP

4.2.2

Application operations

Scenario #2
The second scenario aimed to assess the performance of FIWARE-Lab@RNP
regarding the deployed component instances while performing an increasing number of
operations usually observed in the IoT context. For this purpose, instances of MQTT
Broker, UltraLight IoT-Agent, and Orion Context Broker and their respective databases
were deployed and connected by using FIWARE-Lab@RNP.
Scenario #2 simulated client operations such as reading environmental variables
and sending data to the middleware platform components. The client initially published a
new reading to MQTT topics of the MQTT Broker. Next, the IoT-Agent subscribed to
those topics read and processed the readings and updated the respective context entity at
Orion Context Broker. The scenario also simulated an application subscribed to update
events related to context entities.
Experiment 2 assessed the maximum amount of requests processed by component
instances deployed at the FIWARE-Lab@RNP environment and the performance degrada-
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tion faced by the deployed services with an increasing number of concurrent users. The
experiment was performed in the infrastructure depicted in Figure 38. The components
were deployed as Docker containers within a Docker server (see Figure 35 for Scenario
#1) deployed at a virtual machine with eight VCPUs, 16 GB of RAM, and Linux Ubuntu
18.04 as operating system. As in Scenario #1, the load tests were performed from a client
virtual machine running Apache JMeter and with eight VCPUs, 16 GB of RAM, and
Linux Ubuntu 18.04 as operating system.

Orion Context
Broker

UltraLight
IoT-Agent

NGSI (HTTP)
POST /notify

Context Listener

MQTT Broker

MQTT

Clients
16 GB RAM
8 VCPUS

Time Server

Figure 38 – Infrastructure for experiments on typical IoT operations in deployed instances
(Scenario #2)
Update events in Orion Context Broker were sent to a self-implemented Context
Listener service, which extracts the sent data from the received event and registers the
end of the operation started in the MQTT publishing operation. Both start time (in a new
Apache JMeter request) and end time (in the Context Listener) were registered to measure
the elapsed time in each request. A shared time server was also used for synchronizing
and registering the time instants of beginning and ending operations. This strategy is
largely used as distributed systems inherently have no single global notion of the correct
time (COULOURIS et al., 2012). More importantly than having the correct time is having
a consistent time among all computational nodes involved in the experiment and hence
a typical practice is using a local time service aiming at minimizing network latency.
Therefore, the differences regarding the clocks of the machines used in the experiment are
kept as minimal as possible.
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Experiment 2
This experiment assessed the number of requests processed by the deployed services
and the performance degradation in terms of response time faced by the deployed services
with an increasing number of users. For this experiment, the script ran ten times. To
simulate multiple concurrent devices publishing readings to middleware components, the
script started with 100 concurrent threads performing MQTT publish operations every
500ms during one minute, and the number of concurrent threads was increased by 100 at
each run. Each run with a given number of concurrent threads was repeated 20 times. A
warm up of 100 concurrent clients executed the same publishing operations for ten seconds
was performed before each execution.
Table 6 shows the results for Experiment 2. Figure 39 shows the number of sent
requests and the number of successfully processed requests (from the MQTT publishing to
the context event processing) in each the execution. In turn, Figure 40 shows the average
response time (in milliseconds) for processing successful requests in each execution. The
obtained results reveal that almost all the sent requests are initially successfully processed.
However, as the number of concurrent threads increases, the amount of failed requests also
increases, resulting in a smaller number of successful requests in the last scenarios, when
in comparison to executions less concurrent threads. The increasing number of failing
requests is also related to greater response time. While the average response time was
close to the interval to which data were sent by devices (500ms) in initial executions, the
last executions showed a huge increase in the response time, thereby indicating a lack of
capacity to process new incoming requests, which tend to fail.
Table 6 – Number of requests and execution time results for Experiment 2
Concurrent users
100
200
300
400
500
600
700
800
900
1000

Number of requests
Sent
Processed
2,988
5,988
9,000
11,922
14,974
17,859
20,911
22,102
26,525
28,232

2,937 (98.29%)
5,874 (98.10%)
8,873 (98.59%)
11,734 (98.42%)
14,630 (97.70%)
17,445 (97.68%)
20,316 (97.15%)
19,550 (88.45%)
21,480 (80.98%)
17,683 (62.63%)

Response time (ms)
Average
Standard deviation
522
570
722
764
1,084
1,477
2,461
4,233
5,036
8,092

19
49
138
188
257
520
575
2,156
1,999
2,253

The obtained results also show that despite the Docker-based instances provided
by FIWARE-Lab@RNP to users can support application scenarios with an increasing
number of devices, this type of instance is not the most suitable for a high number
of concurrent requests. Therefore, these types of instances are recommended for use in
application experimentation environments or for applications for which there is no high
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Figure 39 – Experiment 2: Number of processed requests with an increasing number of
simulated concurrent clients
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Figure 40 – Experiment 2: Average response time (in milliseconds) for processing requests
with an increasing number of simulated concurrent clients
demand for competing requests. Nonetheless, there are some ways to overcome limitations
in terms of processing, memory, and resources of these types of instances by using the
FIWARE-Lab@RNP, thus making them also applicable to production environments. An
example consists in deploying replicas of component instances and load balancers, thereby
supporting a greater number of requests when splitting them over multiple instances.
Moreover, FIWARE-Lab@RNP can be used to configure instances in other robust virtual
machine management services of Cloud Computing platforms (e.g., OpenStack, AWS,
etc.), thus abstracting the configuration of components in these services and making them
more suitable to be used in production environments.
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5 Related Work
Many recent works related to IoT and Cloud Computing middleware platforms
(more specific solutions for easing its use) are typically developed in industrial contexts
and maintained in privacy. For the FIWARE platform, some of these works are annually
presented in conferences such as the FIWARE Global Summit1 , but few publications
presenting the solutions in details can be found. This scenario hampers providing a broad
analysis of existing solutions and their functionalities.
This chapter brings an overview of some open-source and proprietary projects that
present some similarities with FIWARE-Lab@RNP as a support tool for deploying and
configuring applications atop middleware platform components. These works are grouped
into five categories along with some examples: (i) Cloud Computing platforms (Section 5.1);
(ii) container-based deployment tools (Section 5.2); (iii) FIWARE-based tools (Section 5.3);
(iv) other IoT middleware platforms with setup tools and/or dashboards (Section 5.4); and
(v) configuration tools (Section 5.5). This chapter is concluded with a discussion about all
these existing solutions (Section 5.6).

5.1

Cloud Computing platforms

Existing Cloud Computing platforms are either open-source projects and privately
made available by companies. In general, these platforms focus on creating instances
of virtual machines on which the desired configurations can be made in terms of the
configuration of access groups, access keys, and virtual private networks (VPNs), for
example. The configuration of these instances for the desired services (such as middleware
platform component services) is manually performed by accessing the selected machine,
executing the needed commands, and installing the required dependencies on it. These
platforms feature configuration dashboards that concentrate and ease the realization of
the main instance management functions provided by the platform through Web-based
dashboards. These platforms also provide configuration APIs that enable other applications
and services to call operations made available programmatically.

OpenStack
OpenStack2 is an open-source project that allows deploying components to create
a cloud environment. Some of the main services of the platform include management of
running instances (Nova), network (Neutron), object storage (Cinder), instance images
1
2

<https://fiware.org/summit/>
<https://www.openstack.org/>
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(Glance), and identity management (Keystone). The OpenStack Horizon is a Web dashboard
for configuration requests to all components for providing virtual machines. Figure 41a
shows the overview page of the dashboard with information about instances in execution,
resource usage, and other related operations that can be performed. One of the actions
is the creation of new instances (see Figure 41b). The new instance launch modal allows
defining details to make a new instance available, such as the image to use, resource
allocation, network configuration, and security parameters.

(a) Overview of the dashboard

(b) New instance launch modal

Figure 41 – Screenshots of the OpenStack Horizon dashboard

Amazon Elastic Compute Cloud (EC2)
Amazon Elastic Compute Cloud 3 (Amazon EC2) is a proprietary Web service for
provisioning scalable, elastic computational resources on the cloud. As in the OpenStack
platform, the AWS platform provides services focused on the management of images
(Amazon Machine Image), users and authorization (AWS Identity & Access Management),
databases (Amazon Relational Database Service), etc. These services can be integrated
with the computing service to deploy environments and configure applications over the
platform. Some Web APIs, command-line tools, and development facilities are provided
for managing and interacting with these provided services.
Amazon EC2 also provides a Web service interface that enables high configurability
and control over instances. This also eases the configuration of complex elements (e.g., load
balancers, networking configuration, scalability, replication) with less effort, being focused
on alleviating the environment deployment and configuration processes to developers.
Figure 42a shows the Amazon EC2 instances overview page with a list of created instances,
their status and configuration parameters, and actions to be performed on those instances
or to create new ones. Figure 42b shows the initial page of the steps involved in launching
a new instance. It shows the selection of the base image, a template containing software
3

<https://aws.amazon.com/ec2/>
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(b) Image selection on instance creation

Figure 42 – Screenshots of the Amazon EC2 instances dashboard
Source: <https://go.aws/3cvsRXs)>
configuration (operating system, application server, and applications) to be used in the
creation.

5.2

Container-based deployment tools

With the recent advent and popularization of the use of containers, several Cloud
Computing platforms, both open-source and proprietary ones, have started to provide
services for creating lightweight instances based on the use of Docker containers. These
containers, together with Kubernetes4 as an enabling technology, provide these services
with features such as replication, the guarantee of a minimum number of instances to
meet the demand received at a given moment, and execution of instances through clusters.
The use of containers also contribute to the high availability and elasticity of cloud-based
deployments.

OpenStack container tools
OpenStack introduced Magnum 5 , a service for provisioning containers orchestration
engines (such as Kubernetes, Swarm6 , and Mesos7 ) on top of bare metal or virtual machines
deployed at the platform. Kolla 8 and OpenStack-Helm 9 are other provided components
that enable users to containerize the OpenStack control plane to ease deployment and
management of instances.
4

<https://kubernetes.io/>
<https://wiki.openstack.org/wiki/Magnum>
6
<https://docs.docker.com/engine/swarm/>
7
<http://mesos.apache.org/>
8
<https://wiki.openstack.org/wiki/Kolla>
9
<https://docs.openstack.org/openstack-helm/>
5
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Amazon Elastic Container Service (ECS)
Amazon Elastic Container Service (Amazon ECS)10 is a fully managed container
orchestration service. The service aims to change the focus from infrastructure management
to building and managing applications components while providing security, reliability,
and scalability for component execution. Figure 43 shows how Amazon ECS works and
integrates with other AWS services. By using container images available at the Amazon
Elastic Container Registry (built by the user himself/herself or available at third-party
repositories), Amazon ECS enables him/her to define the application selecting container
images to be deployed to build in the application. Next, it is possible to instantiate the
selected ones on Amazon EC2 instances or use the AWS Fargate service11 , a serverless
compute engine for containers. Once these instances are deployed, the same management
tools used for typical instances can be used for containerized ones, thus enabling these
containers to benefit from the same advantages (scalability, performance, configurability)
and tools (as the Web dashboard) brought by serverless containers (in AWS Fargate) or
virtual machines (with Amazon EC2).

Figure 43 – How Amazon ECS works
Source: <https://aws.amazon.com/ecs/)>

5.3

FIWARE-based tools

FIWARE provides some tools to use with its GEs. Some of them are specific to the
use of the services itself, but some of them can be also used to perform basic deployments
and punctual configurations of applications on GEs.

FIWARE Lab
The FIWARE platform provides FIWARE Lab, a tool focused on the management
of running instances of FIWARE services upon an OpenStack infrastructure. This tool
10
11

<https://aws.amazon.com/ecs/>
<https://aws.amazon.com/fargate/>
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was planned to be implemented in distributed affiliated nodes towards creating a network
of federated FIWARE Lab nodes, all of them on a pre-configured OpenStack platform.
This need for running instances as OpenStack machines hamper non-advanced users to
access the laboratory and configure a FIWARE deployment in a different infrastructure.
This problem also hampers its use to deploy local instances in a development environment
since it would be required running a whole OpenStack environment to use the provided
default FIWARE Lab dashboard.
The features provided by the dashboard of the default FIWARE Lab tool do not
differ from the set of features found in an OpenStack Horizon dashboard. The main
difference between the default FIWARE Lab and a traditional OpenStack deployment
is the fact of making virtual machine images from some FIWARE services available for
instantiation. However, the configuration of these services is manually done after deploying
or creating a new blank image and configuring the required service from scratch.

Helix Project
The Helix Project 12 has a commercial solution to which the access is not currently
available. The Helix Sandbox 13 is a community tool consisting of a sandbox that allows
creating local instances of some FIWARE services (Orion Context Broker and IoT-Agents)
and configuring basic elements of FIWARE applications such as devices. Figure 44 shows
the brokers page in which existing Orion Context Broker instances are listed and new ones
can be created. Similarly, IoT-Agents are managed in the agents page.

Figure 44 – Brokers management page of the Helix Sandbox
Not all basic elements of the FIWARE platform and its GEs can be created through
the dashboard provided by the Helix Sandbox. Moreover, there is no way of instantiating
12
13

<https://gethelix.org/>
<https://github.com/helix-iot/helix-sandbox>
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instances different from the Orion Context Broker and IoT-Agents using the dashboard.
The default organization for elements that compose a typical application of the platform is
also changed in the tool. A different structure is defined for devices (with different sections
in the dashboard to register attributes and devices) and some features and elements typical
to FIWARE-based applications (such as context entities and their respective subscriptions)
are not configurable by using the features provided by the tool.

5.4

Other IoT middleware platforms

Dojot
The Dojot IoT platform14 is an open-source initiative not based on FIWARE,
but it provides some functionalities similar to FIWARE-Lab@RNP. Dojot aims to ease
the development of smart city applications by providing a set of components similar to
FIWARE GEs. Its architecture15 initially took advantage from the implementation of
a set of FIWARE GEs, but the current version of the platform use its own component
implementations and third-party components, not being based on the FIWARE platform
anymore.
Dojot provides a configuration Web dashboard with features similar to the ones
provided by FIWARE-Lab@RNP, including the management of IoT devices (see Figure 45a
and Figure 45b), users, and subscriptions. The platform also introduces some specific
concepts such as device templates and flows: the former can be used in the creation of
IoT devices and the latter refer to custom rules to execute on devices/data event changes.
Both functionalities can be also managed through the Web dashboard component (see
Figure 45c and Figure 45d).

Mainflux IoT
Mainflux 16 is a free open-source IoT middleware platform that can be deployed at
on-premise, cloud or hybrid environments. It provides full-stack capabilities developed as
microservices and a container-based deployment using Docker containers and Kubernetes
orchestration. The platform is hardware-agnostic and creates a seamless bridge among
users, things, and applications, besides providing multi-protocol connectivity and bridging
for HTTP, MQTT, WebSocket, and CoAP protocols.
Mainflux provides mechanisms for message persistence, platform logging, and
instrumentation support. To support the connection between the registered things and
these mechanisms, the platform allows creating channels, which serve as message topics
14

<http://dojot.com.br/>
<https://dojotdocs.readthedocs.io/en/latest/architecture.html>
16
<https://www.mainflux.com/cloud.html>
15
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(a) Devices page

(b) New device form

(c) Templates page

(d) Flow manager

Figure 45 – Screenshots of the Dojot dashboard
consumed by things connected to it. To perform actions, it offers a command-line interface
tool17 from where actions regarding management and configuration of users, things, and
channels can be performed.

5.5

Other IoT configuration tools

Balena
Balena 18 is a platform that eases the process of deploying code to a set of connected
IoT devices (called fleet). To perform this task, Balena uses customized Linux containers
that are used to build final images sent to edge devices. By using a cloud paradigm adapted
to remote devices, it applies the workflow used in containers management along with a
custom image building, which provides low overhead, high reliability, and out-of-the-box
support to a wide variety of devices, networks, and setups. It provides simple commands
to remotely monitor, manage, and update a given fleet, as well as it enables a transparent
management of fleets with small or large number of devices, thus making developers to
focus on the application, not in the underlying infrastructure. A Web dashboard can be
used to manage applications, devices, and create images. Figure 46a shows the modal to
17
18

<https://mainflux.readthedocs.io/en/latest/cli/>
<https://www.balena.io/>
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create a new device, configure the base image, and set up configuration details. Figure 46b
shows screenshots of the webpages to manage and update image releases on devices after
creating the device.

(a) Add new device

(b) Send image to device

Figure 46 – Screenshots of the Balena dashboard
OpenBalena 19 is an open-source version of Balena that can also be used to deploy
and manage connected devices. These devices run balenaOS (a host operating system
designed for running containers in IoT devices) and are managed via the Balena commandline tool, which is used to configure application containers, push updates, check status,
and view logs.

5.6

Discussion

OpenStack, Amazon EC2, and the default FIWARE Lab focus only on the management of generic virtual machine instances since they propose an environment for generalpurpose application infrastructure configuration. On the other hand, FIWARE-Lab@RNP
goes beyond this point with default support to virtual machines and containers, besides
having an architecture that can be expanded to other platforms. FIWARE-Lab@RNP also
allows configuring services after their deployment.
In the same way that the default FIWARE Lab provides default images of OpenStack
virtual machines of the main FIWARE services for the sake of an easier execution, FIWARELab@RNP also makes pre-configured images of FIWARE services available, being created
based on OpenStack Heat templates of these services. New scripts can be created to make
other services also available to users.
The OpenStack container tools and Amazon ECS are container-based deployment
tools that allow easily creating instances based on available public containers images
repositories. This enables any service createdby using the tools (whether from middleware
platforms or not) to be made available as a container image. In addition to virtual machine
19

<https://www.balena.io/open>
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images, FIWARE-Lab@RNP provides configured components of the main FIWARE services
and allows expanding the supported components by adding a new container configuration.
The Helix Project allows deploying some containerized instances of FIWARE
services through a Web dashboard and a basic configuration of FIWARE applications.
However, the set of components that can be deployed to compose an environment is limited
to the Orion Context Broker and IoT-Agents whereas the application components that
can be configured are only devices and their attributes. On the other hand, FIWARELab@RNP allows configuring all elements involved in a typical FIWARE-based application
(i.e., context entities, devices, services, subscriptions) and it is extensible to deploy other
components (including the deployment of third-party tools) not related to the FIWARE
platform itself).
Dojot and Mainflux provide tools for easier management of platform components
(i.e., devices, services, templates, and flows). The internal configuration of internal components is not shown to end-users and only the external configuration of application elements
is provided. Despite these platforms provide tools for an easy management of their services,
those tools are not extensible to components of other platforms. FIWARE-Lab@RNP is
focused on allowing end-users to deploy service instances provided they have been previously registered by admin users. Therefore, third-party components can also be deployed
by using the tool.
Configuration tools for IoT such as Balena provide means of setting up its components through simplified user interfaces (such as Web dashboards and command-line
interfaces), focusing on steps related to the configuration of IoT devices. In turn, FIWARELab@RNP allows configurations from both Web dashboard and management APIs. Balena
focuses on the steps of configuring devices (with features such as code embed) whereas
FIWARE-Lab@RNP focuses only on the deployment and configuration of middleware
components, thus not providing services for ease the configuration of applications on
devices.
Table 7 summarizes the features provided by the aforementioned platforms and
tools. This set of features is related to the features required to deploy and run components
of a specific middleware application and all of them have been implemented in FIWARELab@RNP.
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Table 7 – Comparison of existing projects with similarities to FIWARE-Lab@RNP
Platform/tool

Deployable instance
types

Supported
middleware services

Service
extensibility

Application
configuration

OpenStack

OpenStack virtual
machines and
containers (with
third-party tools)

Generic

Yes (manual)

Component APIs,
Web dashboard

Amazon EC2

Virtual machines

Generic

Yes (manual)

Component APIs

Amazon ECS

Docker containers

Generic

Yes (manual)

Component APIs

FIWARE Lab

OpenStack virtual
machines

Generic
(some FIWARE
images provided)

Yes (manual)

Component APIs

Helix

Docker containers

FIWARE GEs
(subset)

No

Service APIs,
Web dashboard
(limited features)

Mainflux

No

Platform-specific

No

Service APIs,
command-line
interface

Dojot

No

Platform-specific

No

Service APIs,
Web dashboard

Balena

No

Platform-specific

No

Service APIs,
Web Dashboard,
command-line
interface
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6 Final Remarks
This work has proposed the FIWARE-Lab@RNP architecture and tool, applied to
the deployment and configuration of the FIWARE components for the development of
IoT applications. This chapter discusses the main contributions, existing limitations, and
directions for future work.

6.1

Main contributions

Easy, quick deployment of IoT middleware components and management of
IoT applications
This work has introduced some ways of easing the configuration and setup of IoT
middleware components and applications. Such an easiness is consolidated by a Web
dashboard that further abstracts the configuration of calls to configuration APIs and eases
access through a Wb-based management interface, thus enabling non-technical users to
perform the configuration of components and applications and consumption of services in
a transparent way. The elements introduced by FIWARE-Lab@RNP allow configuring the
required elements and applications in a smaller amount of time, thereby providing more
agility to the experimentation process and development of IoT applications.
Other applications and tools can programmatically configure IoT components
and applications
FIWARE-Lab@RNP provides components aimed at managing component and
application configurations by both end-users and applications. A component management
API is provided for applications, being responsible for abstracting and automating the
process of deploying component instances, internal component configurations, and consumption of services offered by middleware platforms supported by the tool. This API was
conceived based on the functionalities typically provided by Cloud Computing platforms.
Deployment and availability of FIWARE-Lab@RNP
An instance of FIWARE-Lab@RNP was deployed at an infrastructure provided
by RNP and it is currently available for use. FIWARE-Lab@RNP supports projects of
FIWARE-based IoT applications developed by partner research institutions, thus helping
to validate the tool in a practical way.
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Assessment of the effort to configure components and applications, manually
and by using FIWARE-Lab@RNP
This work has presented the results of a human-centered experiment aimed to
assess the ease of configuring IoT applications services over the FIWARE platform. The
experiment measured the difficulty of setting up these required elements when using
the manual approach (with Docker containers) and FIWARE-Lab@RNP from the user
perspective. Obtained results have clearly shown that FIWARE-Lab@RNP contributes to
reduce the effort to perform these tasks, being effective to improve user experience on the
use of FIWARE services.
Assessment of the performance of FIWARE-Lab@RNP functionalities to support IoT applications
This work has also presented the results of some computational experiments aimed
to assess the performance of FIWARE-Lab@RNP for configuring IoT components and
applications. Obtained results have shown that FIWARE-Lab@RNP is scalable in the sense
that it can support well high workloads and handle a significant number of concurrent
requests.

6.2

Limitations

Focus on component deployment and application configuration
Considering all the stages of development of an IoT application, FIWARE-Lab@RNP
currently focuses on the steps related to the deployment of middleware components and
their consumption in an easier way for setting up applications. Therefore, it does not
provide means of also easing other steps that might be involved in the configuration
process, such as embedding code into IoT devices, configuring IoT devices, and consuming
and processing data from devices.
Scalability limited to components
FIWARE-Lab@RNP currently supports the scalability of architecture components
that are related to operations for the deployment and configuration of instances. FIWARELab@RNP does not provide yet automatic means of scalability for the components of
middleware platforms deployed by users, thus requiring the users to manually plan and
deploy additional components that can provide better support for the scalability of these
components that can compose production environments.
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Limited comparison between FIWARE-Lab@RNP and other IoT and Cloud
Computing platforms
FIWARE-Lab@RNP merges features found in both Cloud Computing and IoT
middleware platforms. The set of features to be provided by FIWARE-Lab@RNP was
based on those features, but this work has not performed a formal comparison between
the proposal and other existing tools.
Validation restricted to components and applications of the FIWARE middleware platform
The architecture proposed for FIWARE-Lab@RNP allows extending it to support
different middleware platforms and other runtime environments. However, the current
implementation of FIWARE-Lab@RNP considers only FIWARE components.
Limited number of participants on the experiment
As the experiment aimed to validate the ease of use of FIWARE-Lab@RNP was
designed to compare the process of configuring applications using it and a manual Dockerbased approach, a small set of participants was involved in the experiment due to the
requirement of having experience with the configuration process in the FIWARE platform.

6.3

Future Work

Integration with other IoT middleware and Cloud Computing platforms
Although FIWARE-Lab@RNP presents an architecture to support the deployment
and configuration of components of other middleware platforms, the current implementation
validated the architecture only in a specific platform (FIWARE). The implementation of
the architecture with components of other middleware platforms would enable a broader
validation. Furthermore, different runtime instance management platforms are currently
supported by FIWARE-Lab@RNP, but the implementation was done for OpenStack and
Docker platforms. Future work could also consist in adding support to other runtime
platforms, such as AWS and Google Cloud Platform.
Assessment of the degree of extensibility to other platforms
Once the integration with other middleware platforms is has been done, a formal
assessment of the degree of extensibility of FIWARE-Lab@RNP to manage services of
other IoT middleware platforms could be conducted, thus allowing verifying if it is possible
to use the same tool in other contexts without significant modifications.

Chapter 6. Final Remarks

86

Validation the ease of use for other IoT middleware platforms
With the small number of participants in the experiment, the results indicated good
results for the use of FIWARE-Lab@RNP. However, the operation of the experiment with
a larger number of participants could give a more precise evaluation. Further experiments
considering the integration with other platforms could also be conducted to validate the
ease of use introduced by FIWARE-Lab@RNP.
Implementation of other applications based on FIWARE-Lab@RNP
Even though components of a sample application were deployed and configured
using the FIWARE-Lab@RNP, helping to validate its usage in real IoT applications
scenarios, a greater number of developed applications would reinforce its utility in this
configuration process and contribute to identify improvement points.
Scalability of components deployed at FIWARE-Lab@RNP for performance
improvement
Only the components that are part of the FIWARE-Lab@RNP architecture support
a scalable behavior upon an increase of the number of instances to provide better response
to incoming requests. External components deployed at FIWARE-Lab@RNP do not have
native scalability support. To address this issue, different tools and technologies that can
provide this support could be introduced in FIWARE-Lab@RNP.
Integration with the CAFe federation system
To access FIWARE-Lab@RNP, users must register at the identity manager component and send an account request, which is approved by an admin user. However,
future versions of FIWARE-Lab@RNP will support federated access. This will be provided
through the integration with the RNP’s Federated Academic Community (CAFe)1 , an
identity management service that integrates user databases of Brazilian education and
research institutions. This integration will allow for easier access to FIWARE-Lab@RNP
and faster experimentation for users who want to build an environment for supporting
applications or experimenting with FIWARE services.
Implementation and user-experience improvements
In the evaluation of FIWARE-Lab@RNP, some points raised by the users pointed
out the need for more flexibility during the configuration process (see Section 4.1.3, so
that more complex deployments and application configurations could be also managed
using it.
1

<https://memoria.rnp.br/en/services/cafe.html>
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