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Um Pipeline de Realidade para Criar Cenas com
Iluminação Coerente Utilizando Cubóides
Texturizados como Marcadores
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Resumo
Sombras e iluminação possuem um papel importante na síntese de cenas realistas em
Computação Gráfica. A maioria dos sistemas de Realidade Aumentada rastreia marcadores posicionados numa real, obtendo sua posição e orientação para servir como referência
para o conteúdo sintético, produzindo a cena aumentada. A exibição realista de conteúdo
aumentado com pistas visuais coerentes é um objetivo desejável em muitas aplicações
de Realidade Aumentada. Contudo, renderizar uma cena aumentada com iluminação realista é um tarefa complexa. Muitas abordagens existentes dependem de uma fase de
pré-processamento não automatizada para obter os parâmetros de iluminação da cena.
Outras técnicas dependem de marcadores específicos que contém probes de luz para realizar a estimação da iluminação do ambiente. Esse estudo se foca na criação de um método
para criar aplicações de Realidade Aumentada com iluminação coerente e sombras, usando
um cubóide texturizado como marcador, não requerendo fase de treinamento para prover
informação acerca da iluminação do ambiente. Um marcador desse tipo pode ser facilmente encontrado em ambientes comuns: a maioria das embalagens de produtos satisfaz
essas características. Portanto, ese estudo propõe uma maneira de estimar a configuração
de uma luz direcional utilizando o rastreamento de múltiplas texturas para renderizar cenas de Realidade Aumentada de maneira realista. Também é proposto um novo descritor
de features visuais que é usado para realizar o rastreamento de múltiplas texturas. Esse
descritor extende o descritor binário e é denominado descritor discreto. Ele supera o atual
estado-da-arte em velocidade, enquanto mantém níveis similares de precisão.
Palavras-chave: Realidade Aumentada Realista, Rastreamento de features naturais, Iluminação Inversa, Calibração Fotométrica.

An Augmented Reality Pipeline to Create Scenes
with Coherent Illumination Using Textured Cuboids

Author: Matheus Abrantes Gadelha
Advisor: Prof. Dr. Selan Rodrigues dos Santos

Abstract
Shadows and illumination play an important role when generating a realistic scene in
computer graphics. Most of the Augmented Reality (AR) systems track markers placed
in a real scene and retrieve their position and orientation to serve as a frame of reference
for added computer generated content, thereby producing an augmented scene. Realistic depiction of augmented content with coherent visual cues is a desired goal in many
AR applications. However, rendering an augmented scene with realistic illumination is a
complex task. Many existent approaches rely on a non automated pre-processing phase to
retrieve illumination parameters from the scene. Other techniques rely on specific markers
that contain light probes to perform environment lighting estimation. This study aims at
designing a method to create AR applications with coherent illumination and shadows,
using a textured cuboid marker, that does not require a training phase to provide lighting
information. Such marker may be easily found in common environments: most of product
packaging satisfies such characteristics. Thus, we propose a way to estimate a directional light configuration using multiple texture tracking to render AR scenes in a realistic
fashion. We also propose a novel feature descriptor that is used to perform multiple texture tracking. Our descriptor is an extension of the binary descriptor, named discrete
descriptor, and outperforms current state-of-the-art methods in speed, while maintaining
their accuracy.
Keywords: Realistic Augmented Reality; Natural Feature Tracking; Inverse Lighting; Photometric Calibration
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1

Introduction

Augmented Reality (AR ) has been a very useful resource in areas such as Advertising,
Engineering, Education, Medicine, Architecture, etc. AR allows applications to add registered virtual content to the real world, thus creating an augmented environment where
synthetic and real information coexist (Azuma 1997). Therefore, it is necessary to gather
information from the real world to mix virtual and real content properly. Since real world
information usually comes from a set of images captured from a camera, computer vision
techniques play an important role in generating a mixed scene. Furthermore, real time
interaction is a key feature in AR applications and processing camera images to retrieve
information for a proper registration is not a simple task. To simplify this task, AR applications usually insert easy-to-track markers in the real scene they wish to augment.
Tracking these markers is important to estimate all characteristics of the virtual content
affected by the real environment.
Realistic lighting, shading and shadow casting are important aspects that improve
the degree of realism in a computer generated photorealistic scene. However, most of the
current AR applications limit themselves to extract position and orientation information
to aid the registration process and render their content based only on a local lighting
model, usually producing incoherent illumination results. To render a virtual object with
an illumination similar to a real environment, it is necessary to identify the environment’s
lighting configuration. This task is called inverse rendering, or photometric calibration.
Another issue arises from the fact that AR applications require real time interaction.
Thus, such systems need to perform photometric calibration very fast. Besides rendering
scenes with an illumination similar to the real world, a robust AR pipeline needs to
be able to react to illumination changes. In other words, for each rendered frame it is
necessary to process a camera frame to properly compute an approximate real illumination
configuration.
Some AR methods that support illumination estimation use light probes to retrieve environment lighting information (Lee e Jung 2011) (Nowrouzezahrai et al. 2011); whereas
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other methods require a non-automated training phase to perform photometric calibration
(Pilet et al. 2006) (Aittala 2010) (Jachnik, Newcombe e Davison 2012). From now on, we
will refer to an AR pipeline able to perform photometric calibration as a Photometric AR
Pipeline.
At this point, we are able to summarize the following desired characteristics of a
Photometric AR Pipeline: a) to react to environment illumination changes in real time;
b) to perform on-the-fly photometric calibration; and c) to seamlessly integrate with
current AR applications, without requiring extra hardware. The purpose of this study
is to create an Photometric AR Pipeline that fullfils all these conditions. To accomplish
this task, we rely on a volumetric marker: a textured cuboid. Most of manufactured
product packaging have these characteristics.
A traditional AR pipeline consists of several stages, even if it is only performing
geometric registration. Our work adds extra stages in order to perform photometric calibration. Besides estimating environment illumination, it is necessary to properly adapt
the augmented content rendering to represent such calculation. A scheme representing
our proposed Photometric Augmented Reality Pipeline is outlined in Figure . Each stage
of the reffered pipeline will be detailed in other chapters of this document.

Figura 1: Visual scheme representing the proposed Photometric Augmented Reality Pipeline.

This study presents two major contributions: a) an extension of the idea of binary
feature descriptors, the discrete descriptor. This novel feature descriptor is faster than
current state-of-the-art approaches with similar precision level. It also can be easily parameterized in order to tradeoff precision and speed; and b) an extra stage of the traditional
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AR pipeline to perform photometric calibration using a textured cuboid as a marker. This
stages enables augmented content rendering with an improved degree of realism.

Structure of this document
This document is organized as follows. The next chapter will present a set of related
works. Chapter 3 presents a novel feature descriptor developed to accelerate non fiducial
tracking. Chapter 4 shows how to efficiently perform geometric registration using our cuboid marker. Chapter 5 addresses performing photometric calibration given the collected
data. Finally, Chapter 6 describes the implementation of the rendering techniques used
to insert augmented content on real scenes.
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2

Related work

The work presented here proposes a complete AR pipeline to generate scenes with realistic illumination. There are several ways to accomplish this task. The works of Debevec
(1998) and Debevec and Malik (1997) presented pioneer approaches for the problem of
retrieving lighting parameters from a real scene. The method proposed in (Debevec 1998)
uses a mirrored sphere and high dynamic range images in order to construct a coherent
light-based model. This work creates scenes with synthetic elements, but does not support
real-time interaction. An application of this method in the AR context can be found in
(Agusanto et al. 2003).
Pessoa an collaborators (2010) proposed a technique to generate a photorealistic AR
scene using Bidirectional Reflectance Distribution Functions (BRDF ) and Image Based
Rendering. The scenes generated with their method present realistic shadows and lighting, deal with occlusions, and support highly reflective materials. Despite good rendering
results, this method depends on a pre-computed environment map. Moreover, occlusion
handling and color blending is done by including extra markers on objects whose geometry
and color is previously known. Images generated by this method may be seen in Figure 2.
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Figura 2: Results presented in (Pessoa et al. 2010).

Pilet and collaborators (2006) present a geometric and photometric camera calibration
technique that generates AR scenes with coherent illumination. However, this method
presents two drawbacks: it relies on the use of multiple cameras, and requires a training
phase where a marker needs to be rotated in front of the camera set. The photometric
calibration is performed by sampling marker color intensities as the marker’s orientation
changes. The marker orientation may be associated with a single normal vector (for the
case of planar markers). To create diffuse illumination maps, all normals of the visible
hemisphere should be sampled. However, this is not necessary because some non-sampled
directions can be inferred by interpolating known ones.
Other works were able to generate realistic illumination without depending on manual
training phases. Yeoh and Zhou (2009) is based on a specialized marker that consists of a
paper sheet, containing a fiducial marker, a series of squares printed in different gray tones
and a small object (like a AAA battery). The object is used to identify shadows on the
paper and the gray squares are analyzed to obtain light color and intensity. The tracking
marker in (Lee e Jung 2011) is a rectangular texture with a mirrored sphere on top of it.
The texture helps determining the position and orientation of the virtual objects, while
the mirrored sphere retrieves real scene illumination parameters. By analyzing the sphere
surface it is possible to estimate where the light sources that compose the environment are
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located in the scene. Besides using the mirrored sphere as a texture applied on the virtual
objects, this technique creates virtual objects with a mirrored surface. Notwithstanding,
this configuration may disrupt user interaction, since it is necessary to include a mirrored
sphere in the real world. Nowrouzezahrai and collaborators (2011) also use a mirrored
sphere when creating realistic renderings with mixed-frequency shadows in AR.
Aittala (2010) presented a work similar to (Pilet et al. 2006), in which they managed
to avoid the need of multiple cameras. Photometric calibration could be performed by
a white lambertian sphere or by rotating a marker in front of the camera. Nevertheless,
such training phase or custom object may be prohibitive to some kinds of AR application,
like advertisement, and a lambertian sphere may not always be available. This approach
also relies on constructing light maps from different evaluated normals. But, instead of
computing illumination as a set of directional lights, Aittala (2010) uses a set of point
lights. These lights are composed to approximate real scene illumination.
Jachnik and collaborators (2012) also describe a way to perform photometric calibration from a single RGB camera. However, while other approaches use a simple diffuse
illumination model, this work estimates environment light configuration from specular
reflections on tracked surfaces. This approach requires a training phase where different
camera views of the static marker need to be sampled.
The recent work by Gruber and collaborators (2012) generates augmented reality
scenes with realistic illumination by reconstructing scene geometry. In addition to a color
image, a depth image is used. The generated scene also presents occlusion handling and
shadow casting on virtual objects as observed in Figure 3.
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Figura 3: Results presented in (Gruber, Richter-Trummer e Schmalstieg 2012). The boat
is a virtual object.

From all the reviewed works, we are able to observe that generating a realistic augmented reality scene requires additional procedures or information. Therefore, it is important
to minimize the effects of these requirements, creating a method capable of generating
scenes with plausible illumination that does not disturbs user interaction by requiring
pre-processing phases or particular devices and objects. Notice that by not using training
phases nor extra hardware (depth cameras or light probes) our method does not perform
a photometric calibration as accurate as previous works: we estimate a single directional light configuration and an ambient light color. This simple illumination model can
be improved during future works but it already presents a degree of realism capable of
generating shadows and rendering complex materials, improving the level of realism of
traditional AR scenes.
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3

DRINK: Discrete Robust INvariant
Keypoints

Describing image features is the first step of an Augmented Reality pipeline that does not relies on fiducial markers. This task is also an important
part of many Computer Vision related tasks, like object recognition and matching
(Bo et al. 2011), motion tracking (Gomes, Carvalho e Gonçalves 2013) and 3D scene reconstruction (Tola, Lepetit e Fua 2010). This chapter presents a novel feature descriptor
(Gadelha e Carvalho 2014) which is faster than current state-of-the-art methods and has
similar or better precision under several image transformations. Another advantage of the
proposed method is that is possible to parameterize the tradeoff between precision and
speed, by increasing the number of bits used per pixel intesity comparison. By using this
novel descriptor, we were able to speed up early stages of our AR pipeline and to increase
geometric registration precision. A good feature descriptor is capable of providing invariance to geometric and lightining transformations while consuming as few memory as
possible. During the past decades, many efforts have been made towards achieving this
goal.
Lowe’s SIFT (Lowe 2004) presents one of the most popular approaches to perform
image feature description. By using a floating point based descriptor, SIFT provides invariance to image transformations such as scaling, rotation and lightining changes. However,
its high computational complexity makes its use impracticable in many application contexts, like mobile devices. Recently, there were proposed new approaches that rely on
pixel intensity comparisons in order to generate a binary string that corresponds to the
feature descriptor (Calonder et al. 2012). Those are called binary descriptors. Binary descriptors have shown a significant performance improvement when compared to floatingpoint based descriptors (Leutenegger, Chli e Siegwart 2011). Furthemore, binary descriptors require a small fraction of the memory used by the floating-point based approaches
(Calonder et al. 2012).
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However, since binary descriptors only store a single bit per pixel comparison, they
only record the information if a pixel intensity is larger (smaller) than the intensity of
another pixel. Thus, a useful portion of information, about how large that difference is,
is lost due to this quantization.
The power behind the binary descriptors comes from the hundreds of intensity comparisons that are performed, providing them robustness under several image transformations.
However, those descriptors can be significantly improved by providing them with more
information regarding to the difference between the pixel intensities. Our study proposes
a generalization of the binary descriptor, by creating a discrete data structure that takes
into account the difference between pixel intensities while preserving the characteristics
that enable a fast matching.
This chapter is organized as follows. Section 3.1 describes related works, while Section
3.2 describes the proposed method and its implementation. Finally, Section 3.3 shows the
results obtained by the proposed method in comparison to other descriptors, as well as
the results of an experiment dealing with a real matching situation.

3.1

Feature Descriptors

One of the first methods to present a data structure with the goal of describing an
image keypoint was the SIFT (Scale-Invariant Feature Transform) (Lowe 2004). The SIFT
method performs keypoint detection by using sequences of DoG (Difference-of-Gaussians)
functions to identify potential features that are invariant to rotation and scale. The SIFT
descriptor is stored into a vector with 128 elements, obtained from a grid of histograms
of oriented gradients. This vector is then normalized to unit length in order to enhance
invariance to affine changes in illumination. SIFT presents a high descriptive power and
robustness to illumination, scale and rotation changes. A set of methods presented alternatives to improve SIFT’s performance. PCA-SIFT (Ke e Sukthankar 2004), for instance,
applies principal component analysis in order to reduce SIFT’s vector size. Althought it
succeeds in reduce SIFT’s original matching time, PCA-SIFT increases the time spent
on descriptor building, leading to small overall gain of speed and a loss of distinctiveness. Another descriptor, the GLOH (Gradient Location and Orientation Histogram)
(Mikolajczyk e Schmid 2005), improves SIFT’s distinctiveness, by changing the location
grid and also using PCA to reduce the size of the descriptor, but at the same time increasing computational time spent to compute it.
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Another descriptor that also relies on local gradient histograms is SURF (Speeded Up Robust Features) (Bay et al. 2008). The SURF presents a close matching
to the performance of SIFT, while significantly decreasing its computational time
(Bauer, SÃĳnderhauf e Protzel 2007). Its feature detection technique uses the determinant of the Hessian matrix to identify image blobs. The SURF descriptor is then computed by summing Haar wavelet responses at the region of interest. Similarly to what is
done in SIFT, SURF relies on floating-point calculations. This fact has a great impact on
the computational time spent by these methods. Usually, the measure of distance between
two floating-point based descriptors is computed using the Euclidean distance, which increases the time spent computing the descriptors. This is the main point attacked by the
descriptors based on binary strings to speedup their computation.
A binary descriptor consists of a binary string whose values are filled based on intensity
comparisons of pixels located in the region of interest. The first binary descriptor proposed
was BRIEF (Binary Robust Independent Elementary Features) (Calonder et al. 2012). An
important advantage of this type of descriptors is that the measure of distance between
two binary descriptors can be performed by the calculation of the Hamming distance.
Computationally, this corresponds to a bitwise XOR followed by a bit count. Furthermore,
the descriptor computation itself is faster than the floating-point based descriptors, since
a binary descriptor only consists on a series of results from a set of fixed comparisons (the
fixed-point values correspond to pixel intensities, usually a 8-bit data type). To provide
robustness to noise, the region of interest is smoothed before performing such comparisons.
However, while BRIEF is really fast, it is not robust to scale and rotation variations. Following the appearance of BRIEF, several binary descriptors were proposed, such
as ORB (Oriented FAST and Rotated BRIEF) (Rublee et al. 2011), that presents an
alternative to provide tolerance to those changes. The ORB’s keypoint detector uses
the FAST (Rosten e Drummond 2006) corner detector with pyramidal schemes to provide scale information to features (Klein e Murray 2008). It also uses Harris corner filter
(Harris e Stephens 1988) to reject edges and provide reasonable scores, and the intensity
centroid calculation to compute keypoint orientations, as proposed by Rosin (Rosin 1999).
An alternative to ORB is the BRISK (Binary Robust Invariant Scalable Keypoints)
(Leutenegger, Chli e Siegwart 2011), that uses the multi-scale AGAST (Mair et al. 2010)
as keypoint detector, searching for a maximum in scale space using the FAST score as a
measure of saliency. The pairs used in the binary tests performed by BRISK are obtained
from a circular pattern where points are equally spaced on concentric circles. Such pattern
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is similar to the one adopted by DAISY (Tola, Lepetit e Fua 2010).
Similarly to the work proposed here and to BRIEF, FREAK (Fast Retina Keypoint)
(Vandergheynst, Ortiz e Alahi 2012) presents a descriptor decoupled from a keypoint detector. The approach adopted by FREAK is closely related to BRISK, differing only on
the geometric pattern chosen to perform the binary tests and on how those test pairs are
selected. FREAK uses a geometric pattern that mimics how the human retina works and
its test pairs are selected through training, similar to the method used by ORB.
This work extends the binary descriptors idea while preserving the characteristics that
make them faster than the floating-point based descriptors. We will rely on the previous
advances made on the binary descriptors, such as the retina-like geometric pattern from
FREAK and the ORB feature orientation.

3.2

Method

Binary descriptors are formed by putting together strings of bits whose values are
determined by binary tests comparing two pixel intensities. Let I(p) be a function that
returns the smoothed intensity of a region (to be defined later) centered at a pixel p and
Pa be the pair of pixels Pa1 and Pa2 . Then, the binary test T (Pa ) of a pixel pair Pa is
defined as:

T (Pa ) =




1

if (I(Pa1 ) − I(Pa2 )) ≥ 0



0

if otherwise.

(3.1)

Then, a complete binary descriptor of size N can be formed by concatenating N
binary test results. Finally, a binary descriptor B is defined as:

B=

N
−1
X

2a T (Pa ).

(3.2)

a=0

However, Equation 3.1 shows that the difference between two intensities (I(Pa1 ) and
I(Pa2 )) is mapped onto a single bit. A trivial way of considering more information from
the difference of intensities would be to retrieve the value of I(Pa1 ) − I(Pa2 ). However, by
doing this, we will no longer be able to measure the distance between two descriptors by
using the Hamming distance, which is very fast compared to Euclidean distance. Besides,
if we store each difference as a signed 16-bit data type, a descriptor with the same size of
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BRIEF would occupy 512 bytes, instead of 32. Thus, we need a different way to quantize
this difference.
Our approach consists in generalizing the binary descriptors to be k-ary descriptors by
quantizing the intensity difference into k values. Therefore, we need a function φ(x) to map
an x value (in the range [−L, L], where L is the maximum intensity level allowed, usually
255) into the range [0, k). The simplest way to do that is by defining φ(x) as a linear
function. However, we noticed that such distribution reduces the number of occurrences
of extreme values of φ(x). In other words, defining φ(x) as a linear function implies in an
increased number of results in the middle of the interval [0, k). This characteristic reduces
the discriminating power of our descriptors. That is why we defined φ(x) as the sigmoid
function:
βkx
k
φ(x) = q
+ ,
2 1 + (βx)2 2

(3.3)

where β is a “stretching” coefficient, used to reduce or increase the amount of extreme
values obtained. We chose empirically the value of β to be 0.015. To illustrate the behavior
of this function as we change the β, in Figure 4 we plot the curves for this function for
k = 5 and different values of β.

Figura 4: Plotting of φ(x) function with different values for β. The value empirically
chosen is highlighted (β = 0.015).
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The φ function is a way to perform the quantization of the difference between two
intensities into k values. Our task is to create a discrete descriptor that takes into account
those differences, preserving the possibility to measure the distance between two descriptors by Hamming distance. The idea is to represent each intensity difference as a binary
string of size k − 1. For example, if k = 5 and the I(Pa1 ) − I(Pa2 ) = −255 the resulting
binary string is 0000. Though, if I(Pa1 ) − I(Pa2 ) = 255, the binary string that represents
this value is 1111. As a middle term, if we have I(Pa1 ) − I(Pa2 ) = 0 our resulting binary
string corresponds to 0011. By doing this, even though we do not use all possible binary
values that can be represented by k bits, we can still use the Hamming distance to compute the distance between two descriptors. Finally, we can define a D discrete descriptor
as:

D=

N
−1
X


2a(k−1)

a=0

bφ(I(Pa1 )−I(Pa2 ))c−1



X

2i  .

(3.4)

i=0

It is important to notice that if we choose k = 2, there are only two possible values for
bφ(I(Pa1 )−I(Pa2 ))c: 0 or 1. As a consequence, the second sum in Equation 3.4 will generate
these same values. Therefore, when k = 2, D corresponds to the binary descriptor defined
at Equation 3.2.

3.2.1

Sampling pattern

Our method uses a circular sampling pattern similar to the ones used by FREAK,
BRISK and DAISY. However, in later two methods, the points are equally spaced
on concentric circles, as opposed to the sampling pattern adopted by FREAK, which
aims to mimic the human retina by having a higher density of points near the center
(Vandergheynst, Ortiz e Alahi 2012).
Binary descriptors perform smoothing of the sample points to make the intensity tests
less sensitive to noise. The ORB and BRIEF use the same kernel for all sample points, as
opposed to BRISK and FREAK, that use variable kernels, with the changes in kernel size
being much bigger in FREAK than in BRISK. FREAK also allows that the receptive fields
overlap. According to (Vandergheynst, Ortiz e Alahi 2012), those characteristics increase
the descriptor performance.
In our work, we chose to generate different sampling patterns based on the FREAK
descriptor. Depending on the number of test pairs, a pattern may present a better per-
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Figura 5: Examples of sampling patterns built based on the FREAK sampling pattern.
The red cirles represent the size of the Gaussian kernel used in the smoothing process.
The black dots show the center of those regions. The upper left pattern consists of 5
levels, each one with 4 receptive fields. The upper right pattern consists of 5 levels, each
one with 5 receptive fields. The bottom left pattern consists of 4 levels, each one with 6
receptive fields. The bottom right pattern consists of 7 levels, each one with 6 receptive
fields.
formance than another. Figure 5 presents examples of sampling patterns. Apparently, if
one chooses to build a descriptor which will make fewer tests, then it is preferred to use
a sampling pattern with fewer receptive fields. For example, if one wants to perform 32
tests, then the sampling pattern on the top left of Figure 5 would produce better results
that the ones produced using the configuration on the bottom right of Figure 5. However,
since we have not systematically tested this behavior, we leave this as future work. Thus,
we have generalized the sampling pattern generation, producing sampling patterns that
are inspired by the design described by FREAK. The variations are related to the number
of levels and the number of receptive fields per level.
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3.2.2

Choosing the test pairs

In order to choose the best test pairs among all the sampling points, we used an
approach similar to the one used in ORB (Rublee et al. 2011). We do that by setting up a
training set of approximately 300k keypoints, drawn from images in the PASCAL 2006 set
(Everingham 2006). Then, we compute a descriptor composed of all possible test pairs for
each keypoint. From this information, we are able to create a matrix whose columns are
associated to the test pairs and the lines are associated to the keypoints. Each element of
this matrix contains a result from 0 to k − 1, computer using the floor of value computed
by Equation 3.3. Then, we execute the following algorithm to choose the best test pairs.
1. Sort the matrix columns according to their entropy (Gonzalez e Woods 2006), from
the highest value to the lowest one.
2. Add the pair corresponding to the first column (highest entropy) to the set P of
best pairs.
3. For each column in the matrix (traversing it according to order defined in Step 1),
compute its correlation to the column associated with each element of the P set. If
this correlation is lower than a threshold t for all elements in P , insert the associated
pair in P .
• If there are enough pairs in P stop the algorithm.
4. If every column has been tested and there are not enough elements in P raise the
value of t and repeat this algorithm again.

3.3

Results

The tests were executed using a Desktop PC with an Intel i7 2.5 GHz processor and 8
GB of RAM. All methods were tested using the respective versions available at OpenCV
2.4.7. The DRINK implementation was built under the same OpenCV framework. Thus,
there are no gains of speed due to the software architecture.
Our
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Figura 6: Matches performed using DRINK (top row), FREAK (middle row) and ORB
(bottom row). We select the lowest possible threshold able to perform at least 40 matches.
feature-descriptor-comparison-report/. The strategy consists of applying rotation, scale, brightness and blurring transformations to an image from the
Mikolajczyk and Schmid data set (Mikolajczyk e Schmid 2005). By doing this, we are
able to verify the robustness of our method to each transformation separately. In all
results presented here, we used a sampling pattern that mimics FREAK, but with 7
levels, each one with 6 receptive fields. This corresponds to the pattern on the bottom
right of Figure 5. We are also using 64 test pairs, quantizing the difference in 5 values
(k = 5).
We also display a real matching situation using the graffiti images from
(Mikolajczyk e Schmid 2005). Figure 6 shows the results with the lowest possible threshold able to perform at least 40 matches using DRINK, FREAK and ORB descriptors.
Surprisingly, when we apply the same threshold used in DRINK to ORB, that has the
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same descriptor length, or apply a threshold value two times greater for FREAK (since
it uses two times more bits), no matches are obtained. This means that the distances of
the real matches computed by ORB and FREAK are larger than the ones computed by
DRINK. Our experiments also show that the results produced by DRINK have similar
or better precision level than other widely used binary descriptors and it is more than 3
times faster than ORB and about 20% faster than FREAK, while spending half of its bits
to store a descriptor.
Tabela 1: Average times (in microseconds) per keypoint used in keypoint detection, descriptor computation and matching (Total) and in the descriptor computation alone (Description).
Avg. Time
Total
Description

SURF
350.32
204.73

BRIEF
34.273
3.7249

ORB
45.290
15.78

FREAK
52.793
6.176

DRINK
41.807
4.8140

Figure 7 show the comparison of FREAK, SURF, BRIEF, ORB and DRINK performance under blur, brightness, rotation and scale transformations, respectively. The
keypoint detector used in was the same used by ORB, due to its high speed and good
repeatability rate (Miksik e Mikolajczyk 2012). However, since SURF presented poor recognition rates under those circumstances, we choose to display the results obtained from
its original framework, using keypoints detected by SURF algorithm.
Under all transformations tests, DRINK presented similar performance to FREAK
and ORB, being slightly worse than FREAK and better than ORB in all circumstances,
except in the blurring transformations, where all 3 descriptors presented a similar behavior. However, as we can see in Table 1, DRINK is reasonably faster than FREAK and
ORB. This is explained by the fact that DRINK is performing only 64 tests when FREAK
uses 512 and ORB, 256. It is important to note that DRINK’s performance could be even
better if more test pairs were used. We experimentally determined 64 as the number of
pairs because it produces a good trade-off between precision and speed.
BRIEF’s better performance under blur and brightness transformations may be explained by its lack of robustness to geometric transformations, since the blurring and
brightness changes may affect the keypoint’s scale and orientation calculation, leading to
a worse precision for FREAK, ORB and DRINK. However, those descriptors presented
good recognition rates under reasonable blur and brightness changes. Due to its keypoint
detector, SURF had a better precision rate for scale and blurring transformations. On
the other hand, since SURF is a floating-point based descriptor, it was many times slower
than its binary competitors.
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We can also see in Table 1 that the description time of ORB is larger than the one
for FREAK, but the total computation time of ORB is smaller than the one of FREAK.
This happens because the ORB descriptor has 256 bits while the FREAK descriptor has
512 bits.

Figura 7: Comparison of feature descriptor under blur, brightness, rotation and scale
transformations.
A similar behavior was verified when the descriptors were applied to the other images
of the data set, except for the wall images. In those images, DRINK’s precision was worse
than expected. This happens due to the low contrast of those images, that generates
similar results on the test pairs, decreasing the discriminating power of the descriptor. As
we can observe at Figure 8, a simple solution for this problem is to perform a histogram
equalization.
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Figura 8: Comparison of precision between normal wall image and its version with histogram equalization. Images with low contrast decrease DRINK’s accuracy.
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4

Geometric Registration

To generate an augmented scene, a typical AR application normally works in three
steps. First, it receives as input a video streaming of the real world and applies Computer
Vision algorithms to recognize all the pre-defined markers that are visible in a given frame.
Secondly, the application must calculate the camera pose—i.e. position and orientation—
based on the relative location of the markers within the image frame. The end result of
this step is a list of coordinate system of reference associated to each deteced marker.
Thirdly, the AR application should register the augmented content (i.e. the computer
generated content) to each coordinate system of reference found in the previous step. In
other words, given an image containing a marker, we need to perform a reverse process to
retrieve the position and orientation of the real camera so we can determine the geometric
transformation (homography) necessary to align the virtual and real cameras.
The AR method proposed in this document tracks a textured cuboid marker, instead
of the traditional textured planar marker. We have chosen a volumetric marker for two
reasons: i) a textured box may be considered an universal item ordinarily found in our
home or workplace, as it is the case of most product packaging, and; ii) a volumetric
marker would help us to execute a photometric calibration without a training phase—in
particular, a cube may provide up to three normal vectors, depending on the angle the
cube is facing the camera.
The next section presents a general description of the process involved in tracking a
planar marker. The last section presents an efficient approach to track multiple textures
after determining their geometric interrelationship.

4.1

Tracking Planar Objects

Many markerless tracking techniques have emerged to assist AR in unprepared
environments. Many of these AR systems rely on point feature tracking algorithms,
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which estimate camera pose based on the points extracted from planes in the environment (Simon e Berger 2002, Lourakis e Argyros 2004). To accomplish efficient pose estimation it is important to identify good “interesting” or “key points” to track. The set
of interesting points on an image is known as the feature description. For a tracking technique to be considered robust it is necessary that the image’s feature description be
detectable even after the image has undergone changes in orientation, scale, and brightness, for instance. Therefore, the key points often correspond to high-contrast regions of
the image.
Point descriptors may be loosely defined as a generic data structure that encodes the
location and characteristics of interest points within a target image. The matching of
the target and reference images are based on some method-dependent metric for these
pre-computed point descriptors. This matching task is commonly referred to as NonFiducial Tracking (NFT) in the AR literature (Calonder et al. 2012, Wagner et al. 2008,
Simon e Berger 2002, Bastos e Dias 2005). Figure 9 shows an overview of the general steps
commonly found in Non-Fiducial Tracking (NFT) methods.

Figura 9: General steps of a NFT method.

As stated at the beginning of this chapter, tracking a planar object, henceforth referred
to simply as marker, in a target image means to identify the marker’s current position and
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orientation with respect to the camera frame that generated the target image. Evey time
we mention a marker in this document we are actually referring to the reference image or
texture associated with it. We may summarize the tracking process through the following
steps (Wagner et al. 2008).
1. Pre-process the marker we wish to track, computing and storing its feature descriptors (f dm )
2. Obtain an input target image where the marker may be found; in the AR context,
this often means to capture images from a digital camera.
3. Process the target image, computing and storing its feature descriptors (f dti ).
4. Try to match the marker’s feature descriptors (f dm ) and the target image (f dti ).
5. Identify the geometric transformation that leads the “key points” from the marker
to the matched “key points” in the target image.
6. Determine the position and orientation for the augmented content based on the
geometric transformation found in the previous step.
These steps must be repeated for each rendering frame of the application’s graphics
pipeline. Thus, they have to be executed very efficiently if we wish to keep real time frame
rates.
In our proposed aproach, we will use the ORB feature extractor (Rublee et al. 2011)
along with the DRINK descriptor, explained in the previous chapter, in order
to estimate the geometric transformation matrix. The DRINK descriptor was chosen because it is faster to calculate and requires less memory than other similar
methods, such as FREAK (Vandergheynst, Ortiz e Alahi 2012), SURF (He et al. 2009),
or Ferns (Ozuysal et al. 2010). These characteristics found in DRINK descriptors were
decisive for our approach since that in the worst case our cuboid marker would have six
different textures on its faces. In this case we would need to quickly calculate and keep
six different descriptors sets, one for each face of the cuboid marker.
The DRINK descriptor is a binary vector generated by comparing pixel intensities
in a region surrounding a previous extracted “key point”. To find a match between two
DRINK descriptors we calculate their Hamming distance. When the calculated distance
is below a certain threshold t, we condiser it a valid match. A valid match means that we
have found part of or the entire marker within the target image.
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Once we have found a proper match between a marker and a target image, we need
to find a perspective transformation that leads the “key points” from the marker to the
target image. Such affine geometric transformation is called homography. A homography
is an invertible transformation from a projective space to itself. Therefore, assuming a
pinhole camera model, any two images of the same planar surface are related by an
homography. Considering that a homography is a linear transformation we present the
following equation:
ps = Hpr

(4.1)

where pr is a reference image point expressed in homogeneous coordinates, ps the corresponding point in the scene image and H the homography matrix. From 4.1, we define the
problem of finding an homography matrix from a set of P correspondences as:
argmin

X

H

(ps ,pr )∈P

kps − Hpr k2 .

(4.2)

However, there are usually incorrect matches between the scene points and the reference image points (outliers). Thus, we need to use a method capable of reducing outliers,
called RANSAC (Fischler e Bolles 1981). It produces a model which is only computed
from the inliers, provided that the probability of choosing only inliers in the selection
of data is sufficiently high. Using the camera intrinsic parameters we are able to extract
a rotation matrix R and a translation vector ~t. (Malis e Vargas 2007) present a set of
methods to perform this task. In our particular case, we use a method that solves an optimization problem that minimizes reprojection error. Such function is available in OpenCV
as solvePnP (Bradski e Kaehler 2008).

4.2

Tracking the Cuboid Marker

We will assume a pure lambertian lighting model in order to perform photometric
tracking. Thus, the marker should not present any specular characteristics. The description of the environment lighting will be done by a set of directional lights. The goal is
to have one light assigned to each normal on the camera visible hemisphere, generating a
scene illumination map. This situation is illustrated in Figure 10.
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Figura 10: Representation of normal sampling. The intensity of one directional light is
associated with the marker color, while its direction is associated with the marker normal
vector.

Tracking a cuboid marker is a task that can be simplified by tracking its individual
faces. A brute-force approach will track each one of the visible faces independently, generating different homography matrices. This naive approach, although technically correct,
is not very efficient. Considering that we know in advance the geometry of our marker,
we only need to track one face of the object. The other faces can be found by applying
the transformation relative to the tracked face.
Considering a pinhole camera model, a scene view is formed by projecting 3D points
into the image plane using a perspective transformation. A projected point s on the scene
view is described by the following equation:
s = K[R|t]S

(4.3)

where S is the point in the real world, K the camera intrinsic matrix, R the rotation
matrix and t is the translation column vector. Expanding Equation 4.3, we have:
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(4.4)

where fx and fy are focal lengths expressed in pixel-related units and (cx , cy ) is a principal
point (that is usually at the image center). Those are called camera intrinsic parameters.
r and t values are the values corresponding to rotation and translation, respectively, and
are called camera extrinsic parameters. (X, Y, Z) are the coordinates of a 3D point in the
world coordinate space and (u, v) are the coordinates of the projected point in pixels.
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The camera intrinsic parameters never change during the tracking process and are
related only to the device used to collect the input images. When a single face of the cube
is correctly tracked, we can estimate the extrinsic parameters for that face by decomposing
the homography matrix. We need this information to register virtual content properly.
However, as mentioned before, it is also necessary to register the cube’s faces from the
real scene on the reference images. In other words, we need to find a homography matrix
that will map the desired cube face (on the real scene) to the associated reference image.
This is a trivial task, considering we have all the extrinsic parameters. Plugging in the
points (in world coordinates) corresponding to the vertices of the face in Equation 4.4,
we find 4 points expressed in image coordinates that can be associated to the corners of
the reference image. After the determination of these 4 reference points, the homography
can be found by solving Equation 4.2.
Another optimization can be done on the face registration step. At least three faces of
a cube are not visible when capturing its image from a camera. The registered faces of the
cube are the input information for the photometric calibration. Such process is done by
comparing the pixel intensities of the reference images with the registered ones. Therefore,
there is no reason to perform image registration on invisible faces. We need an algorithm
to check if a face of the cube is being occluded by another face. Notice, however, that any
occlusion generated by other objects present in the scene may compromise the photometric
calibration process since our method currently cannot handle occlusion caused by other
objects.
To test a face for self-occlusion, we will use the following procedure. From a set F of
faces, we want to generate two disjoint sets corresponding to the invisible faces (N ) and
to the visible faces (V). Both sets (N and V) are empty in the beginning of our procedure.
The first element of each set is defined by using the technique described at Section 4.1:
Search for a face in F; when a face fi is found, we insert fi in V and its opposite face is
inserted in N . The previous step is repeated until a face is found. When we have at least
one element at V, we deduce the pertinence of the other elements in F by the following
criteria. Let f0 be the first visible face found. Let fk be the face that we want to check
its visibility. Let Pf0 and Pfk be the set points corresponding to the vertices of f0 and
fk , respectively, in image space coordinates, found by Equation 4.4. To determine if fk is
visible, we check if the polygon delimited by Pfk intersects the polygon delimited by the
vertices in Pf0 . This whole process is illustrated at Figure 11.
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Figura 11: Representation of the process of defining visible faces. fk represents an invisible
face. f0 represents a visible face. The yellow area shows the intersection between both
faces.

After defining all elements of V, we generate the set of registered images R by applying
the corresponding homography to each element of V.
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5

Photometric Calibration

The analysis of the texture color intensities associated with a marker under various
distinct orientations is an important step in the process of photometric calibration. One
way to describe the diffuse illumination of a scene is to associate each normal on the
camera visible hemisphere with a directional light. Comparing texture color intensities
in different orientations is an efficient way to estimate the configuration of those lights.
Previous works (Pilet et al. 2006, Aittala 2010) have managed to sample those intensities
by relying on training phases where the marker is manually rotated and those samples are
extracted. We overcome this drawback by inserting a marker that allows multiple normal
sampling in a single frame: a cuboid with faces composed by textured planar markers.
After the Geometric Registration step, described in Chapter 3, we are able to determine a set R of visible faces on our cubic marker (“registered images”) and their
corresponding normal vectors, given a target image. The goal of the next step, called Photometric Calibration, is to compare R with the corresponding set T of original textures
from the cuboid marker. Notice that all the images of the set T are stored once, before the
whole tracking process begins, and they represent the texture albedo of each one of the
cube’s faces. By texture albedo we mean the natural color of the image texture, without
the influence of local illumination. On the other hand, R is a subset of images from T
that have been affected by the lighting conditions found on the real world scene we want
to augment.
Our proposed method determines the lighting parameters of the scene based on the
pixel intensity difference between the corresponding images of the R and T sets, weighted
by the normals associated with each element of R, which, in turn, have been calculated
during the previous Geometric Registration step.
This chapter is organized as follows. The first section will present the image processing
phase performed on the registered images. The second section will define the illumination
model and the final section will present an evaluation framework.
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5.1

Processing Registered Images

When the cube’s faces are tracked, an homography matrix that leads from the texture
to the target image is computed. Applying the inverse of this transformation on the real
scene will generate a registered version of the scene. This new image will correspond to
the marker’s texture, but its color will be affected by the environment illuminations. Thus,
by comparing both images we are able to identify the influence of the illumination on the
tracked marker. The objective of such comparison is to generate a data structure that
describes how the markers are illuminated. This data structure will be the input data to
our optimization problem.
The first step to perform this comparison is to scale down both images. It has two purposes: improve robustness to small localization errors resulting from the image acquisition
process and speed up further processing. We use a scale factor of 0.1 in our implementarion. However, considering this step is done regarding performance issues, depending on
the size of the original images, this value may change. A future work is to determine an
optimum value of the scale factor according to the characteristics of each image. For now
on, we will refer to the pixels of these images as patches.
Now, it is necessary to understand how the illumination interacts to the marker to
generate the registered image. Considering the texture as the surface albedo and the
registered image an illuminated version of it, we need to retrieve how the illumination is
distributed on that surface. Using a diffuse illumination model, the color of the pixel π
on the registered image r is given by the equation:
r π = σ π aπ
where σ is a vector representing the irradiance color and intensity, and a is the image
albedo. Here, our objective is to find σ, thus we may write the previous equation as:
σπ =

rπ
aπ

(5.1)

Figure 12 shows the results of the implementation of this modeling in different lighting
conditions over a single texture. In that figure it is possible to verify how environment
illumination affects the relation between the reference texture and the registered image
modeled by Equation 5.1: the third row presents the irradiance values σ.
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Figura 12: Illumination effect on planar markers. The first row presents target images.
The second row shows registered images after down scale. The third row images were
generated by the values of σπ from Equation 5.1.

5.2

Illumination Estimation

In this study we are assuming a simple illumination model composed only by a single
directional light and an environment component. This model is a simple approximation
to the real world illumination. However, approximating this configuration we are able
to achieve a good rendering quality by creating BRDF materials and shadow effects.
To describe the illumination of our augmented scene, we need to estimate three values
belonging to R3 : the color of the ambient component (Ia ), the direction of a directional
~ and its color (Id ).
light (d)
According to Lambert’s cosine law, the irradiance landing on a surface is proportional
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to the cosine of the angle between the illuminating source and the normal. Therefore, we
assume that a face of the cuboid marker gets more illuminated as its normal direction gets
similar to the direction of the light. Thus, our method estimates the directional light by
summing all the face’s normals weighted by their average irradiance σ̄. Considering that
a registered image t was divided in N patches, we may calculate σ̄t using the following
equation:
π∈t
P

σ̄t =

rπ
aπ

N
notice that since rπ and aπ are color values belonging to R3 ,

(5.2)
rπ
aπ

is a component-wise

division.
Using the avarage irradiance obtained from Equation 5.2, we may now estimate the
~
directional light d:
d~ =

t∈R
X

kσ̄t k~nt

(5.3)

where ~nt is the normal of the face t and R the set of registered visible faces. Notice that
σ̄t is a color value belonging to R3 . However, we need a single real value in Equation 5.3.
Thus, we calculate the weight of the normal ~nt as the L2 norm of σ̄t . We also use σ̄t
values to assign the directional light color and the ambient color. This process consists of
ordering σ̄t values according to their L2 norm kσ̄t k. The lowest value corresponds to the
ambient color Ia , while the highest corresponds to the directional light color Id .
The method described above is able to successfully estimate the directional light
configurarion and the color of an ambient component. Nevertheless, such method relies on
pixel values of the registered images originated from a digital camera. Thus, those images
present wrong pixel values due to the noise from the acquisition device and registration
error. Besides, those wrong color values may also occur when the markers are occluded
by hands during manipulation. Therefore, we need to select which patches to use when
computing values of σ̄t by Equation 5.2. This procedure happens as follows. Firstly, we
apply a squared gaussian filter of size 5 in images r and a. Secondly, we define a new
image r0 by using the following equation:
r0 (~x) = |r(~x) − a(~x)|
where r0 (~x) is the color of the image r0 in the coordinate ~x. Notice that |r(~x) − a(~x)| is
a component-wise absolute value of the subtraction of the color r(~x) by the color a(~x).
Thirdly, we define a new single-channel image m:
m(~x) = max(r0 (~x)red , max(r0 (~x)green , r0 (~x)blue ))
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Finally, we select the patches in the coordinate ~x, such that m(~x) < k, where k is an
arbitrary threshold value. In our implementation, k = 30. We are able to summarize the
computation of the directional light in Equation 5.4:
d~ =

t∈R
X

π∈t|m
Pπ <k

Nk

rπ
aπ

~nt

(5.4)

where Nk is the number of patches π ∈ t whose values are smaller than k.

5.3

Evaluation Framework

The method presented in this study to perform photometric calibration uses a rough
illumination model that only approximates real circunstances, but it is good enough to
mimic the real world and provide a coherent illumination to the augmented content.
As mentioned in previous section, our model relies on a single directional light and an
ambient component. However, we would not be able to measure how precise our technique
is, because there is no ambient component nor directional light in real conditions. Thus,
we have generated a synthetic animation containing a textured cuboid illuminated by a
single directional light and environmental component.
This animation was created using the Unity3D engine, version 4.2. The faces of the
cuboid were extracted from photographs of a real world book, in order to simulate a
plausible marker. We also choose a book due to the characteristics of its side faces: they
are basically white (pages of the book) and therefore cannot be tracked by our pattern
recognition technique. This obligates our method to track only the cover of the book,
simulating a worst-case situation, when only one of the cuboid faces can be tracked (the
cover of the book). Such configuration designedly increases the registration error, testing
our noise and geometric calibration error handling solution. We also rotated the virtual
book around the Y and X axis in order to make the side faces visible. In real circunstances,
when a face is not visible, we use its last computed weight when computing the light
direction. If a face was never visible, we simply consider the weight of its normal as zero.
The animation is generated by gradually changing the direction of the directional
light. Figure 13 presents samples of the animation frames. It starts as orthogonal to the
book cover normal, illuminating the side faces and leaving the book cover lit only by
the ambient component. The directional light is rotated along the X axis until it has the
same direction of the book cover normal. In other words, only the book cover is lit by the
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Figura 13: Samples of animation frames usen in the evaluation framework. From left to
right: frames 1, 56, 140 and 270.
directional light, while the side faces only present ambient component. Figure 14 presents
the results of the estimation as coordinates of a unit vector representing the direction
of the directional light. As we are able to see, our method succesfully approximates the
direction of the synthetic light.

Figura 14: Results obtained from the evaluation framework. Darker lines represent the
estimated coordinates. Lighter lines represent their ground-truth value.
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6

Rendering

The previous chapters outlined a complete Augmented Reality pipeline with photometric calibration. Our method does not use training phases, nor light probes in order to
estimate real world lighting conditions. However, the proposed technique does not describe a physically based illumination solution: we use a rough model containing a single
directional light and an environmental component. Such description may not be enough
for complex scenes and materials, but is able to add a signifficant amount of realism to
traditional Augmented Reality rendering and can be seamlessly integrated to most of the
current non fiducial tracking solutions. Since realism is a subjective matter we present
images generated using our method.
This chapter is organized as follows. The next section describes the implementation of
our technique, outlining rendering methods used to generate our scenes. The last section
presents scenes rendered using our method in a variety of conditions.

6.1

Implementation Details

The geometric registration part of the pipeline was implemented using OpenCV library version 2.4.9. As mentioned in Chapter 3, we developed a custom feature descriptor called DRINK. An early version of its code is freely available at: https:
//github.com/matheusabrantesgadelha/DRINK. It was built using the feature
description architecture provided by OpenCV. The homography refinement and image
warping procedures were also extracted from OpenCV.
In the rendering stage, we chose to do not use any rendering engine. This decision
was made due to performance and flexibility issues. So, we created a small rendering
engine using OpenGL 4.3 and GLSL 4.0 shaders. However, since we are not using any
geometric stage shaders, older shader versions may be used. GLM library is used to
perform linear algebra calculations and matrix/vector representation. Early builds of

45

this code are also available at: https://github.com/matheusabrantesgadelha/
RenderLib. This rendering engine uses a traditional Blinn-Phong shading model, and a
shadow map solution for directional lights. The Blinn-Phong shading is implemented per
fragment, and the shadows are smoothed using a pre-calculated Poisson-Disk sampling.
The renderer also implements a static (pre-baked) per vertex ambient occlusion.

6.2

Rendering Results

All images presented in this section were rendered in the same computer: a Dell
Inspiron notebook with a 2.20GHz Intel Core i7-3632QM CPU and 8 GB of RAM. The
video card is an AMD Radeon HD 7700M with 2 GB of RAM. The digital camera used
is a built-in webcam with resolution of 1280x720. All frames were rendered at 20 FPS
rate, the same capture rate of the camera. It is important to notice that no optical-flow
optimization was made and the tracking occurred every frame, without relying on tracking
data from previous frames.

Figura 15: Scene generated by our method under typical lighting conditions.
Figure 15 presents an augmented scene generated by our method under typical lighting
conditions. The model used as an augmented content was a traditional Stanford dragon
with 50000 vertices and 100000 faces. Notice that the camera produces a lot of noise,
but the method is still able to render the augmented content with coherent illumination.
Besides, no post-processing technique was applied to improve rendering quality as opposed
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to (Aittala 2010). When the marker is presented in a dark environment, the tracking
produces more errors, but our method is still able to render with a coherent illumination
in those circunstances, as we can observe in Figure 16. The augmented content reflects
environmental lighting conditions, being illuminated by a cyan light, similar to the real
world light originated from the computer screen. Also in Figure 16, we can observe that
our method is able to handle the marker occlusions from the camera or from fingers.

Figura 16: Scene generated by our method under dark lighting conditions.
Figure 17 shows a scene rendered with real local lighting sources. In this circunstance,
the marker was being illuminated by a flashlight. Notice that the shadows and shading of
the augmented content are coherent with the direction of light emmitted by the flashlight.
Figure 18 presents different poses of the cuboid marker in the same environment. Notice
that shadows and light direction estimation remain coherent under different circunstances.
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Figura 17: Scene generated by our method when the marker is illuminated by a flashlight.

Figura 18: Different poses of the marker in the same environment. Notice how illumination
estimation remains coherent over different positions.
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7

Conclusion

This study presented a novel Augmented Reality pipeline with a photometric calibration stage. The existence of this stage enables signifficant realism improvement during
the rendering of augmented content: we are able to mimic real world illumination when
rendering augmented reality scenes.
This work contains two major contributions: a novel feature descriptor, faster than
current state-of-the art methods with equivalent precision and half of memory usage, and;
a novel on-the-fly photometric calibration method aware to lighting changes and without
relying on light probes. The photometric calibration stage can be seamlessly integrated
to current non fiducial tracking approaches by introducing a volumetric marker: a cuboid
whose faces are textures. We also created a evaluation framework to measure the precision
of our calibration. Our pipeline uses a custom redering engine that coupled with the feature
descriptor are able to deliver fast rendering and tracking results: the bottleneck of our
prototype was the camera capturing rate.
The illumination model used in our estimation contains only one directional light
and an ambient component. We believe that this illumination model is enough to mimic
lighting configuration of simple scenes, but may not generate convincent results in places
with many local lights with different colors. Besides, our method presents the same marker
limitations of non fiducial tracking approaches: the markers need to present good image
features (high gradient value) to be nicely tracked. Our method is not able to consider local
lighting variations in the same marker, like shadows. In other words, a shadow present in
themarker will not be visible in the augmented content. But, its existence will influence
the power of the light incident in the rendered model.
An interesting extension of this work is to adapt the techinique to recognize other
illumination models, like multiple directional lights or VPLs (Virtual Point Lights). Still,
we are able to improve rendering quality by implementing more complex material description based on BRDF or by adding screen space techniques like Ambient Occlusion
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or Directional Occlusion. These features would probably greatly increase rendering quality. Besides, post-processing techniques like the ones presented in (Aittala 2010) can also
increase the degree of realism of the augmented reality scenes.
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